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Abstract
In today’s world, millions of web links are being shared every day in emails or on social
media web sites. Thus, there is a number of contexts in which it is important to have
an efficient and reliable way to classify a web-page by its Uniform Resource Locators
(URLs), without the need to visit the page itself. For example, a social media website
may need to quickly identify status updates linking to malicious websites to block
them. Additionally, they can use the classification results in marketing researches to
predict users’ preferences and interests. Thus, the target of this research is to be able
to classify web pages using their URLs only.
The URLs are normally very concise, and may be composed of concatenated words,
hence, classification with only this information is a very challenging task. Researches
tried various approaches for extracting more meaningful features from the URLs, and
much of the current research on URL-based classification has achieved reasonable
accuracy. Nevertheless, the current methods do not scale very well with large datasets.
The solution applied here is based on the use of an n-gram language model. The same
model used in the field of information retrieval and speech recognition is adapted to
suit the classification tasks.
The n-gram language model (LM) is proved here to be more scalable for large
datasets, compared to existing approaches. As opposed to some of the the existing
approaches, no feature extraction is required. The results presented here show equivalent classification performance to previous successful approaches, if not better. It
also allows for better estimation for unseen sub-sequences in the URLs.
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Chapter 1
Introduction
1.1

Motivation

During 2010, twitter users sent about 90 million updates every day (Thomas et al.,
2011). It is estimated that 25% of those updates contain web-links. Similarly, huge
number of links are shared in the millions of email messages and Facebook updates
sent every day. In such context, it is crucial to be able to classify web-pages using
their uniform resource locators (URL’s) only, without the need to visit the pages
themselves, even if some accuracy is sacrificed for the sake of greater speed of classification. Additionally, URL-based classification can be used in web browsers to detect
and warn users about malicious web sites without actually visiting them. Also, search
engines depend mainly on textual data to retrieve on-line resources. However, they
are often faced with multimedia content such as videos and images with scarce descriptive tags or surrounding text. Again in this context, URL-based classification
can be used to decide the categories of such content enhancing the retrieval performance. Finally, domain registration services place generic advertisements on parked
domains. Being able to predict the topics or categories of those domains can help
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them put relevant advertisements.
Unlike documents, URLs are very concise as they are composed of very few terms.
Usually, terms are also concatenated without intermediate punctuations or spaces; for
example: carsales.com and vouchercodes.co.uk, rather than “car sales” and “voucher
codes” as seen in normal text. This makes it harder to parse the URLs in order
to segment them into individual and meaningful terms. They also contain various
abbreviations and domain-specific terms. Hence, there is a need for new classification
methods that can deal with those particular problems.
To our knowledge, the earliest research in the area of URL-based web page classification comes from Kan (2004). Since then, different classification and feature
extraction approaches have been proposed. Nevertheless, although newer approaches
achieve better classification performance than early ones, they do not scale very well
for larger datasets.

1.2

Aim and Objectives

The aim of this study is to find the best approaches to deal with the URL-based
web-pages classification problem. The classifier should scale well with large datasets,
while preserving high classification accuracy even for URLs with unseen sub-strings
and high percentages of concatenated terms. Web-pages should be assigned to a
fixed number of classes based on their URLs only. We need to achieve the following
sub-goals in order to reach our aim:
• Compare the existing approaches in URLs segmentation. It is important to notice, that some URLs are even more tricky to segment, for example, “lovestruck.com”

3

can be segmented into [love/struck] or [loves/truck], giving different meanings.
The resulting feature-set is normally being used into standard classifiers.
• Present an alternative classification approach, based on the n-gram Language
Model (LM), to classify each URL as a continuous string of characters without
the need for the word-segmentation stage.
• Try different modifications to the n-gram LM in order to better predict the
probabilities of unseen n-grams. Additionally, we need to study some of the
language modelling assumptions about the data to be classified and its underlying statistical properties.
• Verify the validity of the proposed classifier on different datasets.
• Compare the proposed classifier to existing ones using the different datasets.

1.3

The Dissertation Outline

The rest of this dissertation is organized as follows. The discussion of the previous
work will be presented in chapter 2. Then, the n-gram language model will be explained in details in chapter 3. Three different dataset are used for the experiments
here. Details of the dataset preparation and exploration will be given in chapter 4.
The data preparation and classification tasks are done using custom software. The
architecture of the software will be highlighted in chapter 5. Chapters 6 and 7 include
the experiments’ details and results, before reaching the conclusion at the end.

Chapter 2
Related Work and Background
Material
The machine learning tasks can be divided into predictive or descriptive ones (Dunham, 2002). Classification is an example of predictive models. According to Friedman
(1997), in classification tasks, a group of discrete output values (class labels) are to
be learnt from the different variables (features) of the input data. Clustering on the
other hand is categorised by Dunham (2002) as a descriptive task. In clustering, the
features of the input data are used to categorize that data without the need for class
labels.
Qi and Davison (2009) highlighted that the case of having two classes is known as
binary classification problem, while the multi-class classification problem deals with
more that two classes. Additionally, in a single-label classification problem, only
one label is to be assigned to each instance, whereas the multi-label classification
algorithm may assign more than one label to each instance. In all cases, there is
usually a small set of class-labels to be used.
The main target of this research is to build a multi-class single-label classification
model for web-pages using their URLs only. We start by covering the existing research
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in the field of of web page classification in general in section 2.1. Then we explore
the work dune in the area of URL-based classification in more details in section 2.2.
Additionally, in one of the datasets used, no class labels were assigned to the URL
instances. Each URL was originally given 10 tags, and the tags come from a noncontrolled vocabulary, hence, the overall number of tags used was about 30,000 tags.
Thus, clustering was needed to reduce the number those tags down, to be used as
class labels later on. Therefore, we also shed the light on the research done in the
filed of social tag clustering in section 2.3.

2.1

Web Page Classification

Web page classification is part of the broader research area of web mining (Kosala and
Blockeel, 2000). It is essential in different fields. Qi and Davison (2009) highlighted
that the process of classifying web pages into predefined categories cab be used in
building web directories. It can also be used in redirecting web crawlers to specific
areas of the web. Additionally, Chekuri et al. (1997) added that it can be used to
improve the performance of search engines. The detection of harmful websites and
the analysis of the web are two additional areas where web classification is useful (Qi
and Davison, 2009).
The are different façades of web page classification, depending on your aim from
the classification. Qi and Davison (2009) listed some of those façades, or sub problems. The topic classification is the most popular sub-problems (e.g. (Chekuri et al.,
1997; Shen et al., 2004; Chung et al., 2010; Sun, 2012)), where it is required to find
the subject of a web pages, e.g. “technology”, “sports” or “politics”. They also highlighted the problem of sentiment classification, where it is required to find out the
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author’s attitude regarding the page’s topic, e.g. “positive”, “negative” or “neutral”.
Examples for researches in this area include (Bermingham and Smeaton, 2010; Khan,
2011; Gräbner et al., 2012). The genre classification is another orthogonal façade
of the classification problem. Zu Eißen and Stein (2004) explained that it tries to
identify the presentation or the writing style of a web pages. Then, for example, it
can differentiate between the genre of news articles, whether they are “reportages”,
“interviews” or “editorial pieces”, even if they are all of the same topic. Researches in
this area include (Zu Eißen and Stein, 2004; Abramson and Aha, 2012; Santini, 2007).
Similarly, the functional classification deals with the page’s function, for example, in
a university website, it should differentiate between staff home-pages and pages of
the university courses. In addition to that, web pages can also be classified according to their natural language (e.g. (Hayati, 2004; Baykan et al., 2013)), or to detect
spam pages (e.g. (Gyöngyi and Garcia-Molina, 2005; Castillo et al., 2007; Java et al.,
2007; Martinez-Romo and Araujo, 2009)). In this research, three different datasets
are used, and experiments are done to cover the “topic”, “functional” and “natural
language” classification scenarios.
Web classification can be seen as a sub-category of text classification, however,
Choi and Yao (2005) listed the main differences between the two:
• Web pages are usually written in HTML. Therefore, they can be seen as semistructured text, where different parts of them have different degrees of importance. Shen et al. (2004) added that web pages may contain advertisements and
navigation sections. Thus, not paying attention to their semi-structure nature,
and treating them as text documents only many cause the classifier to lose focus
on the main content of the page and its results may be affected by the noise
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caused by the irrelevant parts of the page.
• Web pages are connected to each other via hyper-links. This additional aspect
may also be of importance to the classifier. For example, in the case of very
short pages or pages composed mainly of images, relying on the content of the
page might not be sufficient.
The features that can be extracted from web pages to be used by the classification
algorithms later on, can be divided into in-page features, off-page features and metafeatures.
The in-page features include the web page’s text. Sun et al. (2002) explained that
after removing the HTML tags from a web pages, stop-words are also removed, and
the remaining words may be stemmed. Joachims (1996) also advised that infrequent
words shall be removed, since words occurring less than three times in a document
may be the result of spelling mistakes. Additionally, feature selection algorithms may
be used to remove irrelevant words. Examples of feature selection algorithms include:
mutual information (Lewis, 1992; Peng et al., 2005), chi-square test (Jin et al., 2006)
and wrapper methods (John et al., 1994; Kohavi and John, 1997). Rather than using
the entire textual content of a web page, Shen et al. (2004) generated summaries of
web pages and used them for classification later on. They tried generating summaries
using Latent Semantics Analysis (Landauer et al., 1998) and Luhns summarization
method (Luhn, 1958). Additionally, they also tried supervised learning approaches.
Besides text, part-of-speech tags may also be used (Zu Eißen and Stein, 2004). HTML
tags convey additional information, such as the page’s structure, presentation and
hyper-links. Sun et al. (2002) gave more weight to the text appearing in the page’s
title. Similarly, Golub and Ardö (2005) gave different weights to textual content
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surrounded by the different tags. In a similar fashion, Kovacevic et al. (2004) used
HTML tags to classify web pages based on their presentation and visual aspects, as
well as the relationships between them.
The web structure and the links between pages can be used as off-page features.
Kosala and Blockeel (2000) highlighted that this kind of web analysis is linked back
social networks and citation analysis. Additionally, as opposed to in-page features, offpage features can reflect information about a page that is not limited to the viewpoint
of the page creator (Qi and Davison, 2009). Brin and Page (1998) argued that anchor
text in hyper-links pointing to a web page often bear more accurate descriptions of
the page than the text in the page itself. Thus, Sun et al. (2002) incorporated anchor
text as additional features in classifying a web page.
Finally, meta-features include the host’s geographical location, connection speed,
DNS registration data and the page’s URL (Ma et al., 2009). More on the URL-based
classification in the next section.

2.2

URL-based Web Page Classification

The earliest work on URL-based comes from Kan (2004). Initially, URLs needed to be
segmented for the resulting segments to be used as features in conventional classification algorithms. In later research, Kan and Thi (2005) tried to generate more features
from the resulting segments before using them in the classifier. Many segmentation
approaches have been proposed since Kan (2004). The next sub-section presents the
different segmentation approaches. Then, the feature generation approaches and the
classification algorithms used are discussed in the following two sub-sections.
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2.2.1

URL Segmentation

Previous researchers have focused on how to extract features from URLs. Initial
approaches only segmented URLs based on punctuation marks, such as such as ‘:’,
‘/’, ‘.’, ‘-’ and ‘?’. The resulting terms became the classifier’s feature-set (Kan, 2004).
However, Kan (2004) added that those segments might need further segmentation.
Imagine a website called ‘carsales.com’, the two terms ‘car’ and ‘sales’ should form
better feature-set to the machine learning algorithm compared to the concatenated
term ‘carsales’. Researchers used either statistical or brute-force approaches to further
segment URLs beyond the punctuation marks. The non-brute-force approaches used
information content reduction (Kan, 2004), dictionary based tokenizer (Vonitsanou
et al., 2011) and symmetric/non-symmetric sliding windows (Nicolov and Salvetti,
2007).
In the information content (IC) reduction approach, they generated all possible
2n−1 segmentations for a segment (Xi ) of length n. Then for each segmentation
(Xi = xi1 + xi2 + .. + xij ), they calculated the sum of IC of its sub-segments as shown
in equation 2.2.1.

IC(Xi ) = Σj − log(P r(xij ))

(2.2.1)

Resnik (1995) stated that less information two concepts share in common, the less
similar they are. Therefore, the segmentation with lowest IC value is more plausible
to be coming from different words concatenated together, rather than sub-segments
of the same word. If partitions have minimum IC, that is higher than that of the
segment as a series of characters, then Kan (2004) kept it un-segmented. Probabilities
where calculated using a corpus of 39 million web pages. However, we argue that web
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page vocabulary might not be the optimal choice here, since URL’s are very concise
and carry different set of vocabulary and abbreviations.
For abbreviations, such as CS and NYTimes, (Kan, 2004) tried an approach called
Title Token-based Finite State Transducer (FST) (Mohri, 1997). This approaches uses
a set of rules in order to expand the above abbreviations into Computer Science and
New York Times respectively, using information from the web pages’ titles.
The dictionary-based tokenizer is composed of two separate tokenizers.The first
tokenizer is called surface keyword tokenizer. It sets P ointerinit on the start of a
string and moves P ointerend forward till a known dictionary word is found. It then
sets P ointerinit to where P ointerend is and continues recursively. For the cases where
tokens are preceded with unknown tokens, prefixes or numbers, they implemented
another tokenizer called hidden-keyword tokenizer. It tries all possible positions for
P ointerinit and sees if P ointerend can find a known word starting from that position.
Nicolov and Salvetti (2007) laid two reproaches against dictionary based tokenization:
(i) it fails to identify named entities or out-of-dictionary words, (ii) greedy dictionary
matching might initially select a longer term, whereas a sub-term is more suitable,
for example “freedom/ain” vs “free/domain”. Additionally, Vonitsanou et al. (2011)
focused on Greek URLs only, hence, adapting their approach to a multilingual dictionary, makes it even harder to build a dictionary to cover all possible languages. To
tackle some of the dictionary based tokenization issues, Nicolov and Salvetti (2007)
suggested adding morphological variances of the words into the dictionary. Additionally, they suggested applying the greedy matching both from left-to-right as well as
right-to-left to overcome the cases of initially selecting longer terms.
In the sliding window approach, Nicolov and Salvetti (2007) moved a widow with
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certain length over the string to be segmented. They assume an arbitrary split at the
middle of that window. They then calculate the number of times they have seen the
sub-strings in left and right parts of the window separately in their training corpus
versus the times they have been seen concatenated. For example, with a 6-characters
wide window, they compare the probability of the first 6 characters in “[askdoc]tor”
being seen in the training data as a single string with no spaces in between versus
the probability of them appearing with a space in between,“[ask doc]tor”. They then
use these probabilities to decide whether they should apply a split there or not. The
window is then moved to the right and the process is repeated again, to decide all
possible splits. They tried both fixed-size and variable-size windows. For the fixedsize, the 6-characters wide window gave best results, whereas a variable-size windows
with multiple splits was said to improve the recall performance.
In the brute-force approach, all possible sub-strings of URLs are used as the
classifier’s feature-set. Baykan et al. (2009) used all sub-strings of length n, where
n goes from 4 to 8, while for Chung et al. (2010), it varies between 3 and 8. This
approach is called all-gram segmentation. Baykan et al. (2009) applied their algorithm
on the same dataset of Kan (2004), claiming a classification F1 -measure of 62.9%
compared to the 52.5% F1 -measure achieved by Kan and Thi (2005).

2.2.2

Feature Generation

In Kan (2004), URLs were segmented into terms, however those terms were treated
as bag of words. Later on, Kan and Thi (2005) decided to find if a classifier can make
use of terms’ locations in the URLs. They argued that the presence of a term (e.g.
“php”) in a website’s domain (e.g. “php.net”) might contribute differently compared
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to its appearance in a different part of the URL (e.g. “harvard.edu/index.php”). In
order to incorporate such information into their feature-set, they tried the following
approaches:
• URL Components (C): An identifier for the part of the URL each term belongs
to was attached to the term with a colon in between, (e.g. “scheme:http” or
“tld:com”)
• Length (L): The length of the URL may also carry further information about it.
The page of a university member is not deeply nested in the university’s website
compared to pages of announcements or news. Therefore, a new feature-set was
created from lengths of the URLs, as well as lengths of their components.
• Orthographic (O): Although, “2002” and “2003” are two distinct tokens, it is
clear that they both are simply dates. Hence, a new set of features was created,
were the two previously mentioned number are being identified as numeric values
of length 4 (e.g. “Numeric:4”).
• Sequential 2-, 3-, 4-grams (N): The different order of terms in a URL may
reflect different categories (e.g. “web spider” versus “spider web”). Hence, a
new feature-set was added using term-based n-grams where n varies between 2
and 4.
They achieved their best performance when combining all the above features together. This resulted in a macro average F1 -measure of 52.5%.
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2.2.3

Classification

When it comes to the classification algorithms, Support Vector Machine (SVM), Naive
Bayes (NB) and Maximum Entropy (ME) classifiers are of the most commonly used
algorithms in text classification tasks (Pang et al., 2002). Additionally, Yang and Liu
(1999) pointed out k-Nearest Neighbours (k-NN) as another algorithm that can be
used. We briefly explain the first three classification algorithms here, i.e. SVM, NB
and ME.
The Support Vector Machines (SVM) were introduced by Boser et al. (1992). The
algorithm tries to find a linear decision boundary (a hyperplane) that separates the
different class instances. Even, when there is no linear separation between the classes,
a non-linear mapping is applied on the original data in hope that there exists a linear
separation between them in the new high-ordered feature space (Cortes and Vapnik,
1995). The separating hyperplane is chosen so that keeps a maximum margin between
it and the closest training instances (Han et al., 2006, p. 338). The closest training
instances to the hyperplane, i.e. the ones lying on either sides of the margin, are
called support vectors (Han et al., 2006, p. 340). The support vectors are sufficient
to find the optimal separating hyperplane, without the need for the whole training
data (Cortes and Vapnik, 1995). Thus, SVMs are more robust against over-fitting (i.e.
variance) compared to many other algorithms. Witten and Frank (2005) explained
the robustness of the SVMs as follows: Over-fitting is an outcome of the decision
boundary flexibility, however, since it is defined by a small subset of the training
samples, adding and/or removing any of the other training instances will not affect
the decision boundary. There are various mapping functions (known as kernels) that
can be used in SVMs. Radial basis function (RBF) and sigmoid are two commonly
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used kernels (Witten and Frank, 2005, p. 219). The polynomial kernel is less common
than RBF, however, Chang et al. (2010) showed that low-degree polynomial mappings
are much faster than RBS, while their classification accuracy is not far from RBS.
Goldberg and Elhadad (2008) showed that a second degree polynomial is more suitable
for natural language processing tasks. Despite their accuracy, SVM learners can be
extremely slow (Han et al., 2006, p. 337). Hence, Joachims (1999) tried optimized it
by introducing SV M light . The SV M light implementation was used by Kan (2004)
Lewis (1998) explained the Naive Bayes (NB) classifier as follows: Let us assume
we have a set of M data instances D = {d1 , d2 , ..., dm , ..., dM }, each instance dm is represented in a N-dimensional feature space Xm = {x(m,1) , x(m,2) , ..., x(m,n) , ..., x(m,N ) }.
We also have a set of classes C = {c1 , c2 , ..., ck , ..., cK }. Given a document dm , we can
can calculate P r(C = ck /Xm ), i.e. the conditional probability that it belongs to class
ck , using Bayes rules as follows:

P r(C = ck /Xm ) =

P r(Xm /ck ) ∗ P r(ck )
P r(Xm )

(2.2.2)

The conditional probability P r(Xm /ck ) is then calculated using the naive conditional independence assumption, where the probability of a particular value, xm,n ,
is assumed to be statistically independent of that of xm,n0 , hence, P r(Xm /ck ) =
ΠN
m=1 P r(x(m,1) /ck ). The different probabilities are calculated using the training data,
while P r(Xm ) can be ignored since it is the same for all classes. Then, dm is considered a member of ck , if ck maximizes P r(C = ck /Xm ). Lewis (1998) emphasised
that even when the conditional independence assumption does not hold in real-world
situations, the classifier will perform well as long as the the correct class has the
highest value of P r(ck ) ∗ ΠN
m=1 P r(x(m,1) /ck ).
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In text classification tasks, the document to be classified (dm ) is represented in
the N-dimensional feature space Xm , where x(m,n) represent each unique term in
collection and N is the vocabulary size. Nevertheless, the way documents and terms
are represented results in two different variations of the NB classifier: The multivariate
model (also known as the Bernoulli model) and the multinomial model. McCallum
et al. (1998) explained the two models as follows. In the multivariate model, Xm
is a vector of binary attributes, i.e. x(m,n) is equal to 1 if the corresponding term
occurs in dm , otherwise x(m,n) = 0. The number of times a term occurs in dm is
not captured. In the multinomial model, the number of term occurrences in dm
is captured. Lewis (1998) highlighted that the multinomial model is more suitable
when having documents of variable lengths, however, in some real-world situations,
the conditional independence assumption may only hold for the multivariate model.
Finally, it is worth mentioning here that the multinomial NB classifier is very similar
to the basic uni-gram language model (LM) classifier (McCallum et al., 1998). The
n-gram LM classifier will be explained in details in section 3.1.
Berger et al. (1996) highlighted the main principle of the Maximum Entropy (ME):
“Model all that is known and assume nothing about that which is unknown”. Zhang
and Yao (2003) explained the model as follows: Given a set of features, and a set
of facts (usually referred to as constrains) bounding those features, the optimum
model tries to abide the available constraints, yet be as uniform as possible regarding
anything else. This is done by maximizing the entropy of the model distribution while
complying to the given constraints (Ratnaparkhi et al., 1996). Given the fact that ME
makes no assumptions about anything that is unknown, including the relationships
between features, Pang et al. (2002) expected that it may outperform the NB classifier
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in many cases where the conditional independence assumptions does not hold.
Different studies were done to compare the performance of the aforementioned algorithms, however, we need first to highlight the two main sources of the classification
errors: bias and variance. The bias represent the difference between the estimated
model by the classifier and best model for the data (Lotte et al., 2007), i.e. it is
the systematic error that occurs when inferring a more generalized model from the
training data Domingos (1999), hence, increasing the training data does not improve
it. The variance, on the other hand, occurs when the model tries to cope with the
variations of the noisy data, therefore, increasing the training samples can balance
the effect of the noise and reduce the variance accordingly (Domingos, 1999). An
accurate classifier tries to find the best trade-off between the two Friedman (1997).
Additionally, different classifiers have different characteristics and parameters that
controls their bias and variance. Prior to the training phases, Munson and Caruana
(2009) stated the feature selection process as one way for finding the best bias-variance
trade-off point.
There are two main categories of classification algorithms where the aforementioned algorithms fall into: discriminative and generative learners. Nallapati (2004)
pointed that the discriminative learners focus on finding the class boundaries, either
by mapping the posterior probability P r(C/X) of the class labels C, given the input
data X, directly from the data, or by just finding a mapping function g(C/X) between the input data and the class labels. The generative models, on the other hand,
use Bayes rule to calculate P r(C/X) from P r(X/C), P r(C) and P r(X). Normally,
P r(X) is assumed to be constant for all classes, and is dropped, as we have seen in
the NB classifier. Thus, Bouchard (2007) highlighted that generative models focus
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on calculating the joint distribution of the inputs and the class labels, as opposed to
the discriminative approach that may learn the class boundaries regardless of their
underlying probability distributions. Rubinstein et al. (1997) and Nallapati (2004)
listed Naive Bayes classifiers and Hidden Markov Models (HMM) as examples of the
generative learners, while SVM, ME and Artificial Neural Networks were listed as
examples of the discriminative learners. Modelling P r(X/C) as an intermediate step
in the generative models, contradicts with Vapnik (1998) guidelines, where one should
directly solve the classification problem rather than calculating the class boundaries
through intermediate and more general problems (Ng and Jordan, 2002). Thus, Rubinstein et al. (1997) claims that the discriminative learners are robust because they
make fewer assumptions. Recently, the the discriminative learners are becoming popular in text classification tasks, e.g. SVM (Joachims, 2002) and ME (Nigam et al.,
1999). Nevertheless, Raina et al. (2003) and Liang and Jordan (2008) emphasised
that even though discriminative learners can be more accurate with large training
data, generative methods are be better when faced with limited training instances.
Ng and Jordan (2002) showed that Naive Bayes requires exponentially fewer training
examples than EM to achieve the same classification performance. Finally, generative learners can be accurate as long as the assumptions they make hold. Rubinstein
et al. (1997) elaborated that they are successful when there is high confidence in the
correctness of their inferred model, or else they might have high bias.
The aforementioned classification algorithms are sometimes called batch algorithms, as opposed to online algorithms. Chung et al. (2010) explained the online
learning algorithms as follows: Rather than inferring the classification model from
the training data as a whole, the online algorithms try to assign correct class label to
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each instance as soon as it arrives. For each new instance, its class label is predicted
according the model’s current parameters. Then, a decision boundary (hyperplane)
separating the classes is calculated and margin is calculated between the instance
and that boundary. If the margin is positive, then the instance is correctly classified,
otherwise, the parameters of the model are adjusted accordingly. The ConfidenceWeighted algorithm is an example of online algorithms, and it was proposed by Dredze
et al. (2008). They elaborated that online learning is suitable for text classification
tasks, where the training-set has a very large number of features, and scaling the
training sample up to cover the data sparseness may require a prohibitively large
memory in the case of batch algorithms. By way of contrast, they added that batch
algorithms are capable of making global learning decision based on the entire training
set, a capability that online algorithms lack.
Kan (2004) used Support Vector Machines (SVM), while Salvetti and Nicolov
(2006) and Nicolov and Salvetti (2007) used a Naive Bayes (NB) classifier. Kan and
Thi (2005) and Baykan et al. (2009) also used maximum entropy (ME). Baykan et al.
(2009) reported almost identical results for the three classification algorithms in their
experiments. In a more recent study, Baykan et al. (2013) used the all-gram approach
in order to classify web pages according to their natural languages rather than topics.
They used the SVM, NB and ME algorithms, achieving the best performance for
SVM. The Confidence-Weighted algorithm was used by Ma et al. (2009) and Chung
et al. (2010) for URL-based classification. Ma et al. (2009) compared it to SVM
and ME, showing that the online learners achieve better accuracy compared to their
batch counterparts in cases when the accuracy of the latter is limited by the amount
of computing resources available.
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2.2.4

Conclusion

To our knowledge, the all-gram approach applied by Baykan et al. (2009) is the most
successful one so far. However, it became obvious to us that their data representation
and classification algorithms do not scale very well. Using such an approach, the
resulting datasets in the experiments reported here can go beyond our computational
resources and they are hard to store, classify or even to a preliminary features selection
process. For example, in our dataset of 43,223 URLs, when extracting all-grams
between 4 and 8 characters-long, we ended up with 1,681,223 n-grams as our featureset. Consequently, the classification process is timely, and it is shown in chapter 7
that its accuracy is limited by the amount of computing resources available.

2.3

Clustering of Web Folksonomies

On many social-services, such as blogs, social bookmarking websites and pictures sharing services, tags are used by users to label and organize the content there (Simpson,
2008). They serve as a form of meta-data that adds more meaning to these resources (Brooks and Montanez, 2006). They are also known as folksonomies. Brooks
and Montanez (2006) explained the concept of folksonomy as meaning being provided
by the community, as opposed to it being dictated by certain authorities. In other
words, the web-site users, as opposed to its administrators, are the ones who provide
descriptions to the content. Quintarelli (2005) argued that since the content of socialservices is mainly provided by their users, the process of describing this content is
more suitably done by them too.
Users are free to use any existing tag with web resources. Additionally, they can
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easily create new tags and add them to the system. Simpson (2008) noted that the
ease of adding new tags to the system can result in less-descriptive vocabulary. On one
hand, different groups of users can use the same terms for different concepts, for example one user can use the term “apple” to refer to a picture of a fruit, while other user
can use the same term to tag a picture of a mobile phone (Van Damme et al., 2007).
This is known as polysemy (Noruzi, 2006). On the other hand, users can use different
terms to refer to similar concepts, for example, “feelings” and “moods” can refer to
similar ideas (Brooks and Montanez, 2006). This is known as synonymy (Noruzi,
2006). Similarly, they can use variations of the same word, for example, singular
versus plural nouns (Van Damme et al., 2007).
With such vocabulary variations, there is a need reduce tags into more consistent and meaningful ones. Stemming can only deal with the case of word variations (Van Damme et al., 2007). Another approach is Lexical Similarity. Simpson
(2008) explained it as the use external thesaurus or semantic lexicon such as Wordnet
to find relationship between tags. It is clear that this approach will not be able to deal
with polysemy. It also cannot deal with tags made of concatenated words, spelling mistakes, abbreviations and out-of-vocabulary terms, for example, “iPhone” or “twitter”.
Hence, clustering can provide a more suitable solution. However, before using clustering techniques, one has to find a suitable representation for tag-similarity (Begelman
et al., 2006). Simpson (2008) highlighted that a widely accepted assumption states
that similar tags often co-occur for the same resources. He then listed and explained
two ways for representing tag similarities:
• Vector-space Similarity
• Co-occurrence Similarity
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In the Vector-space representation, a matrix is created where rows represent different tags and columns represent the resources they are assigned to. The cells of the
matrix contain the frequencies with which a tag was used with each resource. In the
Co-occurrence representation, both rows and columns represent the different tags,
and the matrix cells contain the number of times each pair of tags were assigned to
the same resources. Counts should be normalized, or else popular tags that frequently
occur with most of the other tags can mistakenly be seen as highly similarity to many
other tags (Simpson, 2008). More on similarity representation in section 4.1.1.
After representing tag-similarity in a numerical form, many classification techniques can be used. Hierarchical Agglomerative Clustering (HAC) (Gower and Ross,
1969), was used by Brooks and Montanez (2006), and Gemmell et al. (2008), while
Giannakidou et al. (2008) used K-Means Clustering (MacQueen et al., 1967). Begelman et al. (2006), on the other hand, used weighted graphs to cluster tags. The
choice of the clustering techniques can be dictated by the nature of the dataset. For
example, Gemmell et al. (2008) argued that in contrast to hierarchical clustering,
k-means cannot isolate irrelevant tags. Nevertheless, we noticed here that the use of
majority vote, as explained in section 4.1.1, to decide URLs labels after tag clustering,
prevented the impact of irrelevant tags on our final decision.

Chapter 3
Research Methods
Our proposed approach tries to classify URLs without the need to segment them. We
borrow the concept of language models from the information retrieval and automatic
speech recognition field. We apply a similar approach to that used by Peng et al.
(2003a) to classify Japanese and Chinese documents. They used n-Gram Language
Model (LM) in order to classify textual data without the need for segmenting the
documents into separate terms. These two east-Asian languages are similar to URLs
in the sense that spaces are absent between words.

3.1

n-Gram Language Model

Let us assume we have a set of documents D = {d1 , d2 , ..., dm }, and a set of classes
C = {c1 , c2 , ..., ck }, where each document is classified as member of one of these
classes. For any document, di , the probability that it belongs to class cj , can be
represented as P r(cj /di ) and using Bayes rules (Zhai and Lafferty, 2001; Peng et al.,
2003a), this probability is calculated as follows:
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P r(cj /di ) =

P r(di /cj ) ∗ P r(cj )
P r(di )

(3.1.1)

The term P r(di ) is constant for all classes. The term P r(cj ) can either represent
the relative frequency of class j in the training set, or a uniform class distribution
can be assumed, thus, we end up with the term, P r(di /cj ) (Grau et al., 2004). For a
document di , that is composed of a sequence of words w1 , w2 , ..., wL , P r(di /cj ) is expressed as follows; P r(w1 , w2 , ...wL /cj ). We are going to write it as P rcj (w1 , w2 , ...wL )
for simplicity.
P rcj (w1 , w2 , ...wL ) is the likelihood that w1 , w2 , ..., wL occurs in cj . This can be
calculated as shown in equation 3.1.2.

P rcj (w1 , w2 , ...wL ) = ΠLi=1 P rcj (wi /wi−1 , wi−2 , ..., w1 )

(3.1.2)

Nevertheless, in practice, the above dependency is relaxed and it is assumed that
each word wi is only dependant on the previous n − 1 words (Peng et al., 2003a).
Hence, equation 3.1.2 is transformed to the following equation:

P rcj (w1 , w2 , ...wL ) = ΠLi=1 P rcj (wi /wi−1 , wi−2 , ..., wi−n+1 )

(3.1.3)

The n-gram model is the probability distribution of sequences of length n, given the
training data (Manning and Schütze, 1999). Therefore, P rcj (w1 , w2 , ...wL ) is referred
to as the n-gram language model approximation for class cj . Now, from the training
set and for each class, the n-gram probabilities are calculated using the maximum
likelihood estimation (MLE) shown in equation 3.1.4 (Chen and Goodman, 1996):

24

i
)
P r(wi−n+1
i−1
P r(wi−n+1 )
i
count(wi−n+1
)/Nw
=
i−1
count(wi−n+1 )/Nw
i
)
count(wi−n+1
=
i−1
count(wi−n+1 )

i−1
P rcj (wi/wi−n+1
)=

(3.1.4)

Where Nw is the total number of words.
We are proposing to use the n-Gram Language model for URL-based classification. However, in our case here, we use characters instead of words as a basis of the
language model. We construct a separate LM for each class of URLs as follows. The
above probabilities are calculated for each class in the training set by counting the
number of times all sub-strings of lengths n and n − 1 occur in the member URLs
of that class. For example, we have the following strings as members of class cj ,
{‘ABCDE’,‘ABC’,‘CDE’ }. In a 3-gram LM, we will store all sub-strings of length 3
and those of length 2, along with their counts, as shown in table 3.1.
Table 3.1: Sample data-structure for a 3-gram LM counts
3-grams (‘ABC’: 2), (‘BCD’: 1), (‘CDE’: 2)
2-grams (‘AB’: 2), (‘BC’: 2), (‘CD’: 2), (‘DE’: 2)

Counts in table 3.1 are acquired during the training phase. Then in the testing
phase, URLs are converted into n-gram, and for each n-gram, its probability is calculated using equation 3.1.4. For a new URL, U RLi , it is classified as member of class
cj , if the language model of cj maximizes equation 3.1.1, i.e. maximizes P r(cj /U RLi ).
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3.2

Language Model Smoothing

The maximum likelihood in equation 3.1.4 can be zero for n-grams not seen in the
training set. Therefore, smoothing is used to deal with the problem by assigning
non-zero counts to unseen n-grams. Laplace smoothing is one of the simplest approaches (Jeffreys, 1998). Chen and Goodman (1996) explained that it is calculated
as shown in equation 3.2.1.

i−1
)=
P rcj (wi/wi−n+1

i
)+1
count(wi−n+1
i−1
count(wi−n+1 ) + V

(3.2.1)

The count is increased by 1 in the numerator, and by V in the denominator,
where V represents the number of unique sequences of length n − 1 found in the
training set. Since the overall probabilities sum to 1, by using such smoothing, we
are effectively taking a portion of the probability mass assigned the encountered
sequences and reassigning the discounted value to the unseen sequences (Jurafsky
and Martin, 2000). Laplace smoothing is also known as add one smoothing, since 1 is
i−1
added to count(wi−n+1
). Rather than adding 1, both 1 and V can be multiplied by a

coefficient γ in order to control the amount of the probability mass to be re-assigned
to the unseen sequences.
Gale and Church (1994) highlighted that the equation 3.2.1 can be seen as follows:
i
i
The value of count(wi−n+1
) in equation 3.1.4 is being replaced by (1+count(wi−n+1
))∗
N
N +V

i−1
, where N is equal to count(wi−n+1
) here. Similarly, for unseen sequences, the

value will be estimated as follows:

N
N +V

. Then, they added that the assumption of

having such geometric sequence doesn’t usually hold for real data. Thus, more sophisticated smoothing techniques, such as Good-Turing discounting (?), is sometimes
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preferred for estimating the probabilities of unseen sequences.
One problem with the smoothing techniques discussed earlier is that they give
equal probabilities to all unseen n-grams. Chen and Goodman (1996) explained
that the two bi-grams “burnish the” and “burnish thou” will be given the same
probabilities provided the fact that neither of them appear in the training data.
Whereas, the former seems to be more likely since ‘the’ is a more common word
that ‘thou’. In order to overcome this, Ponte and Croft (1998) suggested using the
whole collection in order to estimate the likelihood of missing terms in documents
- the missing n-grams in classes in our case. For a term t, its collection MLE can
be calculated as follows: P rcollection (t) = cft /cs, where cft is the raw count of t in
the collection and cs is the total number of tokens in the collection. Song and Croft
(1999) listed two formulae for combining terms probabilities in both documents and
collection: the weighted sum (also known as linear interpolation, shown in equation
3.2.2) and the weighted product approach (shown in equation 3.2.3).

P rsum (t/cj ) = λ ∗ P rcollection (t) + (1 − λ) ∗ P rdoc (t/cj )

(3.2.2)

P rsum (t/cj ) = P rcollection (t)λ ∗ P rdoc (t/cj )(1−λ)

(3.2.3)

where λ is a weighting parameter and it takes values between 0 and 1. P rdoc (t/cj )
is calculated the same way as in equation 3.1.4. As for the collection probabilities,
P rcollection (t), there are 2 variations for calculating them, depending on which model is
being used. In the model proposed by Miller et al. (1999), it is the raw count of t in the
collection divided by the total number of tokens in that collection. The same as in the
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previous paragraph. Whereas in the model proposed by Hiemstra (1998), they treated
query terms as a binary vector over the entire vocabulary (Lavrenko and Croft, 2001),
hence, the collection probabilities were seen as the number of documents containing
t divided by the total number of documents. This enabled them to justify how
their model incorporates the classical term frequency and inverse document frequency
weights of vector space model (Kraaij, 2004, p. 51). We use the model proposed by
Miller et al. (1999) here.
Additionally, we use the weighted sum presented in equation 3.2.2 in the experiments presented here. However, Ponte and Croft (1998) warned that attention should
be taken when mixing collection probabilities with those of the documents, as in some
cases, common terms in a homogeneous collection might be given higher probabilities
in documents they do not occur in compared to those they do occur in. Thus, Hiemstra (1998) elaborated that λ should not exceed 0.5, where Zhai and Lafferty (2001)
added that smaller values of λ (≈ 0.1) are better for short documents.
In a similar fashion, there exists additional smoothing approaches, e.g. JelinekMercer smoothing (Bahl et al., 1983), where the probabilities of n-grams of higher
order of n are being interpolated with the probabilities of lower order n-grams.

3.3

Linked Dependence Assumption

In the n-gram LM, in order to move from equation 3.1.2 to equation 3.1.3, we need to
assume that the probability of wi depends only on that of the previous n − 1 terms.
Similarly, in the uni-gram LM, all terms are assumed to be totally independent,
i.e. it is equivalent to a bag of words. Although, increasing the value of n relaxes
the independence assumption, it is still a strong assumption to be made. Cooper
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(1995), pointed out the linked dependence assumption (LDA) as a weaker alternative
assumption. Lavrenko (2009) explained the linked dependence as follows. Consider
the case of a two words vocabulary, V = {a, b}. In the case of two classes, c1 and
c2 , and under the independence assumption, P rc1 (a, b) = P rc1 (a) ∗ P rc1 (b). Similarly
P rc2 (a, b) is the product of P rc2 (a) and P rc2 (b). Otherwise, when terms are assumed
to be dependant, P rc1 (a, b) and P rc1 (a, b) can be expressed as follows:

P rcj (a, b) = Kcj ∗ P rcj (a) ∗ P rci (b)

(3.3.1)

where Kcj measures the dependence of the terms in class cj . Terms are positively
correlated if Kcj > 1, and they are negatively correlated if Kcj < 1. As mentioned
earlier, with the independence assumption, Kcj is equal to 1. Now, in Cooper’s LDA,
Kcj is not assumed to be equal to 1, however it is assumed to be the same for all
classes, i.e. Kc1 = Kc2 = Kcj = K
Accordingly, the value of K might not be needed if we try to maximize the loglikelihood ratio of relevance of P r(cj /di )/P r(c̄j /di ), rather than P r(cj /di ) as in equation 3.1.1, where P r(c̄j /di ) is the posterior probability of all the other classes except
cj .
Hence, the equation of the new log-likelihood odds classifier is as follows:

P r(di /cj ) ∗ P r(cj )
P r(cj /di )
) = log(
)
P r(c̄j /di )
P r(di /c̄j ) ∗ P r(c̄j
i
P rcj (wi−n+1
)
P r(cj )
= ΣLi=1 log(
) + log(
)
i
P rc̄j (wi−n+1 )
P r(c̄j )

logLLcj = log(

(3.3.2)

For a new URL, U RLi , it is classified as member of class cj , if the language model
of cj maximizes equation 3.3.2, i.e. maximizes the logLLcj .
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Additionally, the motivation for using the log-likelihood odds comes form (Lafferty and Zhai, 2003). In the field of information retrieval, a user enters a query Q,
and each document D is to be ranked and retrieved according to that ranking. In
the LM approach, such as the one proposed by (Ponte and Croft, 1998), a document
D is ranked base on the probability assigned to Q according to the model calculated
from D. On the other hand, in the binary independence model (BIM) (Robertson
and Jones, 1976; Sparck Jones et al., 2000), the documents are subdivided into relevant R and non-relevant R̄ documents, and the retrieval problem is dealt with in a
way similar to a binary classification problem. A document D is ranked according to
the log-likelihood odds of it relevance, log(P r(R/D)/P r(R̄/D)). Thus, one reproach
that has been laid upon the LM is that it does not incorporate the notion of relevance (Nallapati, 2004). In the LM discussed in section 3.1, di and cj are equivalent to
Q and D respectively, however, since it is a classification problem that is being dealt
with here, rather an information retrieval problem, for a document to be a member
of cj , this is also equivalent to it being relevant. Therefore, the log-likelihood odds
in equation 3.3.2, is equivalent log-likelihood odds of relevance presented by Lafferty
and Zhai (2003), which shows that this new variation of LM can implicitly incorporate the notion of relevance. Additionally, the log-likelihood odds is commonly in
classification tasks, e.g. Terra (2005); Kolcz et al. (2012).
Hereafter, we refer to this variation of the n-gram LM as Log-likelihood Odds
(LLO) model. It is worth mentioning that the use of logarithmic scale also helps in
preventing decimal point overflow during the implementation.
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3.4

URL-Lengths

Kan and Thi (2005) raised the question, whether the lengths of the URLs can participate in predicting their class labels. Thus, we tried to incorporate it into the n-gram
LM by replacing P r(cj /di ) in equation 3.1.1 with P r(cj /di , li ), where li is the length
of document di . This results into the following equation:

P r(cj /di , li ) =

P r(di , li /cj ) ∗ P r(cj )
P r(di , li )

(3.4.1)

Assuming, di and li to be independent, i.e. there is no relation between the length
of a URL and the combination of characters that are in it, this yields into the following
equation:

P r(cj /di , li ) =

P r(di /cj ) ∗ P r(li /cj ) ∗ P r(cj )
P r(di ) ∗ P r(li )

(3.4.2)

Then we can ignore P r(li ) and P r(di ) since they are constant for all classes. From
equations 3.3.2 and 3.4.2, we end up with the following equation

logLLcj = ΣLi=1 log(

i
P rcj (wi−n+1
)
P r(li /cj )
P r(cj )
) + log(
) + log(
)
i
P rc̄j (wi−n+1 )
P r(li /c̄j )
P r(c̄j )

(3.4.3)

The parameter log(P r(li /cj )/P r(li /c̄j )), is the log odds of a URL’s lengths given
its class, and it is calculated as follows:

log(

δ(li , lc̄j )
P r(li /cj )
) = log(
)
P r(li /c̄j )
δ(li , lcj )

(3.4.4)
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Where li is the length of U RLi in characters, and lcj and lc̄j are the average
lengths of all URLs which are members and non-members of cj respectively. δ(a, b)
is calculated as shown in equation 3.4.5, so that equation 3.4.4 is maximum if the
length of U RLi is a close as possible to lcj and as different as possible from lc̄j . It
also makes sure that the logarithmic results are finite.

(
δ(a, b) =

|a − b|

if a is no equal to b

0.5

otherwise

(3.4.5)

We refer to this model as LLOlength

3.5

Language Model Storage Requirements

As we can see in equations 3.1.4 and 3.2.1, for an n-gram language model, there is a
need to store the counts of n-grams and (n-1)-grams for each class. Figure 3.1 shows
the 7 classes, in one of the datasets being used, versus the number of 4- and 5-grams
seen in each class in the training-set, in order to create a 5-gram LM. The total
number of values that needs to be stored in our example for 5-gram LM, is 335,508
values. On the other hand, in order to apply an approach similar to that used by
Baykan et al. Baykan et al. (2009), we need to construct a matrix of all features and
training-data records. This matrix is to be used by a Naive Bayes or SVM classifiers
later on. For the sake of comparison, if we only read 5-grams from our dataset we
get a vocabulary of 245,979 unique 5-grams, and since our training-set is composed
of about 21,600 records, we end up with matrix of 5,313,146,400 (245, 979 ∗ 21, 600)
values. This means that LM yields reduction of more than 1:15,000 in the memory
needed. This also has big impact on the classification processing time, and there is
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no need for feature selection in the LM case whereas this is most likely necessary in
the other approach.

Figure 3.1: The unique 4- and 5-grams seen in each of the different classes in our
training-set. Total n-grams seen for all classes is 335,508

3.6

Summary

When it comes to the classification performance, although the n-gram LM is very
similar to a Naive-Bayes classifier, it allows for the use of more sophisticated smoothing techniques for the unseen n-grams (Peng et al., 2003b). Additionally, it can use
interpolated estimation to cover n-grams with variable lengths (Brown et al., 1992).
Additionally, as will be shown in chapter 7 applying the link dependants assumption
results in better and more robust performance. Finally, the model parameters are
shown to be updated online in a similar fashion to online learners.

Chapter 4
Data Preparation
Delicious (del.icio.us) is a web-service that was owned by Yahoo until 2011. The
service was made for users to save their web bookmarks in the form of URLs and
tags. User have the freedom to assign as much tags as they want to their URLs.
Users could use existing tags or come up with new ones. We obtained a list of the
top 100,000 URLs saved on del.icio.us. We used this as our primary dataset, after
labelling them into 7 different classes. Our secondary dataset was obtained from
Global Voices Online (GVO), a website that publishes social and political articles in
different languages. We used article’s languages as our class labels. This third dataset
is the same one used by Kan (2004); Kan and Thi (2005) and Baykan et al. (2009).
It was used here to compare the classification performance of the proposed n-gram
LM to the various approached they presented in their researches.

4.1

Primary Dataset

We obtained a list of the top 100,000 URLs saved on del.icio.us. The URLs are ranked
by the the number of users saving them on the website. The users use keywords (tags)
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to organise the URLs. Each URL is listed with the top 10 tags assigned to it by users.
The total number of unique tags used in our dataset is 29,575, of them 18,298 are
used less than 3 times, and 1,020 used more than 95 times.

4.1.1

Class-labels Reduction

We needed to reduce the number of tags down to create individual class-labels, each
of them reflecting a certain topic. We assume tags assigned to same URLs to be
similar, hence we decided to make use of this fact in order to cluster similar tags
together. In our initial set-up, we created a Tag-URL dataset, as shown in 4.1. Cells
took binary values, where Cellij is set to 1 if tagi is assigned to the that U RLj by
users in the original del.icio.us dataset, and 0 otherwise. We used K-Means to cluster
the resulting dataset. Different values for k were used, but more than 99% of the tags
ended up in only one cluster. Rather than binary values, we also tried setting Cellij
to the number of users who tag U RLj with tagi . However, we did not witness any
improvements in our clustering results. We also tried stemming, since users can have
spelling variations for the tag (e.g. singular or plural nouns, conjugated verbs), but
this did not improve the clustering results much.
Due to the nature of our data, we noticed in the previously mentioned representations that the majority of the cells were assigned to 0. This resulted in a unsuccessful
similarity measurements for the clustering algorithm. Additionally, this resulted in
a large dataset; 100,000 (URLs) by 29,575 (Tags). Thus, the clustering and feature
selection tasks were computationally expensive. Therefore, we needed a different representation for the tag-URLs relationship. Initially, we excluded tags used less than
96 times. Then, we constructed a co-occurrence matrix (Simpson, 2008). Both rows
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Table 4.1: Tag-URL matrix
U RL1

U RL2

U RL3

... U RLj

tag1

Cell11

Cell12

Cell13

...

Cell1j

tag2

Cell21

Cell22

Cell23

...

Cell2j

tag3

Cell31

Cell32

Cell33

...

Celli3

...

...

...

...

...

...

tagi

Celli1

Celli1

Celli3

...

Cellij

and columns in this representation account for the different tags as shown in figure
4.2. The value in the intersecting cell ( Celljj ) represent the number of times tagi
and tagj are assigned to the same URL. The diagonal of the matrix represents the
co-occurrence of each tag with itself, i.e. the total number of times that tag is used
in the original dataset.
Table 4.2: Tags co-occurrence matrix
tag1

tag2

tag3

...

tagj

tag1

Cell11

Cell12

Cell13

...

Cell1j

tag2

Cell21

Cell22

Cell23

...

Cell2j

tag3

Cell31

Cell32

Cell33

...

Celli3

...

...

...

...

...

...

tagi

Celli1

Celli1

Celli3

...

Cellij

In order to normalize the values in the matrix, the value of each cell, Cellij , was
divided by that in cell, Cellii , i.e. the diagonal cells where i = j. K-means clustering
was then used with the resulting dataset. Using this alternative representation, we
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ended up with 7 clusters. Table 4.3 lists the cluster ID’s and the names that were
manually given to them to represent the major theme in the cluster. Figure 4.1
shows a word cloud representing top tags in 4 clusters and gives some indication of
the correspondence between the tags and the overall label inferred.

Figure 4.1: Four of the seven clusters of del.icio.us tags. Top left: Art, Fashion and
Design. Top right: Computer Science. Bottom left: Music and Warez. Bottom right:
Sysadmin.
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4.1.2

Re-labelling URLs

The resulting clusters from the clustering process were used as URL class-labels. For
each URL, tags assigned to it were replaced with their equivalent class-labels. Nonfrequent tags that were excluded earlier were also excluded here. Then a majority
vote was applied to decide a single class label for each URL. URLs with 60% or more
of their tags belonging to one cluster (class-label) were simply labelled with that label.
URLs with 50% of their tags belonging to one cluster were only considered if those
tags represent more than 80% of the non-excluded tags for that URL. All URLs below
those thresholds were excluded, hence we ended up with a dataset of 43,223 tagged
URLs. Figure 4.2 shows the final classes and their distribution.

Figure 4.2: Number of URLs in each of the 7 classes.
For simplicity we assigned numeric identifiers to our 7 classes, as shown in table
4.3, to be used later on when discussing the classification results.
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Table 4.3: Delicious Dataset - Class Names and IDs
Class ID

4.2

Class Name

0

Art, Fashion and Design

1

Entertainment, Fun and Sports

2

Politics, Business and News

3

Computer Sciences and Programming

4

Music and Warez (Adamsick, 2008)

5

Education and Religion

6

System Administration (Sysadmin)

Secondary Dataset

We also created a secondary dataset in order to further test our classification approach
using n-gram LM. Global Voices Online (GVO) is a website that publishes social and
political articles in different languages. For this second problem, we extracted the
URLs of the most recent articles published there in 5 languages. We would like to
built a classifier to identify the languages of the articles based on their URLs. We
choose articles in 2 Latin languages (Spanish and Italian), 2 Germanic languages
(Deutsch and Dutch) and articles in English. For the first 4 languages we got the
URLs of the most recent 100 articles in each of them. For English articles, we got
the URLs of the most recent 150 articles, in order to also test the effect of having
imbalanced classes. In total we have 550 URLs. The URLs were equally split into
training and test sets.
An example URL looks as follows:
“http://es.globalvoicesonline.org/2013/07/08/edward-snowden-divide-a-los-rusos/”
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The host part of the URL reflects the article’s language. For example, in the
above URL, es stands for Spanish. It is then followed by the website’s domain globalvoicesonline.org, then the articles data in the form of year, month and day, with
forward slashes in between. The rest of the URL comes after another slash. The
final part can sometimes be constructed from the article’s headline, however, this is
not always the case. The presence of an identifier to the article’s language in the
host part makes our classification problem trivial, hence we removed that part of the
URLs while constructing our dataset. We also removed the domain part since it is
constant in all our URLs, as well as the date part.
Hence, the example UR mentioned earlier, is being saved as follows in our dataset:
“edward-snowden-divide-a-los-rusos”
We are going to call the resulting dataset GVO.

4.3

Tertiary Dataset

WebKB corpus is commonly used for web classification (e.g. Slattery and Craven
(1998)). It contains pages collected from the computer science departments in 4 universities. Pages are labelled according to their function in the university websites.
In total, there are 7 classes-labels: course, faculty, student, project, staff, department
and other. Previous researches used this dataset for URL-based web-pages classification (Kan, 2004; Kan and Thi, 2005; Baykan et al., 2009). They extracted links from
the first 4 classes, to end up with 1040 samples, distributed as follows:
• Course: 245 URLs [e.g. “http://www.cs.utexas.edu/users/vin/cs380l.html”]
• Faculty: 153 URLs [e.g. “http://www.cs.utexas.edu/users/boyer/”]
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• Project: 84 URLs [e.g. “http://www.cs.utexas.edu/users/ml/”]
• Student: 558 URLs [e.g. “http://www.cs.utexas.edu/users/francois/’]
A leave-one-university-out cross-validation approach was used for earlier experiments, and the average F1 -measure was calculated. The same 1040 samples were also
used in the experiments here. Comparisons for cross-validation results are listed in
chapter 7.

4.4

Statistics and Data Exploration

The punctuation marks were replaces with spaces in the URL in the Delicious dataset.
The URLs were then segmented into segments of different lengths, i.e. n-grams. For
the case of unigrams, i.e. segments of lengths equal to one character, there were
38 unique segments for each class. This is a special case where the vocabulary size
(number of unique n-grams) is equal to the size of the alphabet used in the URLs
after removing the punctuation marks. Increasing the value of n, result in variations
of the vocabulary size of each class. Figure 4.3 shows the vocabulary size of each class
for the different values of n. Bars are sorted with numbers of class-0 at the bottom.
For GVO dataset, the number of unique sub-strings of length 5 (5-grams) is about
19 times the number of unique 2-grams. For a 32 characters alphabet, the number
of all possible unique n-grams is 32n . Therefore, the numbers of all possible 2-grams
and 5-grams are 1,024 and 33,554,432 respectively. In other words, the number of all
possible 5-grams is 32,768 times the number of all possible 2-grams. This reflects how
scarce the n-gram vocabulary becomes for higher orders of n. One the other hand,
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Figure 4.3: The variation in vocabulary size for different values of n in Delicious
dataset.

for higher order n-grams, the percentages of n-grams that are shared among different
classes are reduced. Tables 4.4 and 4.5 show the percentages of the overlapping ngrams between GVO classes, for 2-grams and 5-grams respectively.
Table 4.5 shows that Spanish (es) and Italian (it) share more 5-grams among each
other, than they share with other classes. Similarly, the number of overlapping 5grams between Deutsch (de) and Dutch (nl), are more than the overlapping 5-grams
between them and Spanish (es) and Italian (it). Similar remarks can be seen for the
2-grams in table 4.4.
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Table 4.4: Showing the percentage of overlapping 2-grams in GVO classes.
de

en

es

it

de 100%

80.92%

66.18%

67.63% 80.64%

en

100%

68.8%

68.8%

79.94%

100%

77.03%

85.16%

100%

84.34%

es
it
nl

nl

100%

Table 4.5: Showing the percentage of overlapping 5-grams in GVO classes.
de

en

es

it

nl

de 100%

10.65%

6.55%

5.28%

9.04%

en

100%

9.1%

7.88%

7.56%

100%

11.08%

6.8%

100%

5.65%

es
it
nl

100%

The URLs vary in length. Figure 4.4 shows the distribution of URL lengths
across 4 classes of WebKB dataset. We can see that the variation of URL lengths is
minimal in the “student” class, whereas they vary the most in the “project” class.
The average URL length in the “course” class is 50.72 characters, which is the highest
average length among the 4 classes. By way of contrast, the average URL length in
the “faculty”, “project” and “student” class are 48.68, 46.42 and 43.43 characters
respectively.
The URLs vary in length. Figure 4.4 shows the distribution of URL lengths
across 4 classes of WebKB dataset. We can see that the variation of URL lengths is
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Figure 4.4: The distribution of URL lengths across WebKB 4 classes.
minimal in the “student” class, whereas they vary the most in the “project” class.
The average URL length in the “course” class is 50.72 characters, which is the highest
average length among the 4 classes. By way of contrast, the average URL length in
the “faculty”, “project” and “student” class are 48.68, 46.42 and 43.43 characters
respectively.
As for the Delicious data, class 3 has the highest average URL length with 47.87
characters, followed by class 6 with 42.84 characters, while the lowest average length
is for class 4 with 32.6 characters.

Chapter 5
Software Architecture
The core functionality of the code used for the experiments is implemented in IRLib
(Information Retrieval Library). IRLib is written in Python and is available as Free
and Open Source Software on-line (https://github.com/gr33ndata/irlib). IRLib main
modules are shown in figure 8.1.

Figure 5.1: IRLib main modules
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5.1

Matrix and Matrix Express

The Matrix module is used to convert textual data into a Vector Space Model (VSM).
VSM is represented as a 2-dimensional matrix of record and features. The matrix is
populated using add doc(), which takes the following parameters:
• doc id
• doc class
• doc terms
Each document should have a unique identifier (doc id). doc class is optional,
unless class labels are needed for the different documents. doc terms is an array of
all terms in document. The Preprocessor module may be used to parse the documents into terms. More on the preprocessor among the other software modules in
the upcoming sections. After adding documents to the Matrix, each document is
represented as a new record, while all documents vocabulary are saved as features.
For example, if given the following two documents:
• doc id=1, doc class=“apple”, doc terms=“he drinks apple juice”
• doc id=2, doc class=“orange”, doc terms=“she drinks orange orange juice”
The resulting matrix will look as shown in table 5.1:
By default, Matrix is given an empty list, whitelist, when being instantiated. If a
non-empty whitelist is given, then all terms passed to add doc() that do not belong
to whitelist will be ignored. This is needed when a previous feature selection process
has already been performed, and only useful features are to be added to the matrix.
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Table 5.1: Document-feature matrix
ID

he drinks apple juice she orange ClassLabel

1

1

1

1

1

0

0

apple

2

0

1

0

1

1

2

orange

Additional methods of Matrix are listed below:
• prune(): Reduces the number of features, by cutting terms that appear in
training data below a give threshold.
• freq levels(): Calculate total occurrences for each terms across all documents.
• dump(): Exports Matrix data into a comma (or tab) separated file, CSV.
• dump arff(): Exports Matrix data into ARFF (Attribute-Relation File Format)
file to be used with Weka (Hall et al., 2009).
• tf idf(): Normalize term weights in Matrix using tf-idf weighting (Manning
et al., 2008, p. 107-110).
MatrixExpress is a compact version of Matrix, where new records are created for
each class rather than each document. This kind of representation is not suitable for
most of the tasks, such as classification, but it is useful for some statistical analysis
and some feature selection tasks, especially for very large data.

5.2

Language Model

This module implements the n-gram LM as explained in section 3.1. A similar method
to the one explained in Matrix is used to load new documents to the LM. The only
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difference here is that the only two parameters given to the method are doc id and
doc terms. A separate LM is created for each unique doc id. Therefore, if more than
one document are given the same doc id, they all are used to train the same LM. In
the experiments done here, URLs class-labels are used as doc id. doc terms is a list
of all characters in a URL. In other words, URLs are split into characters and the
resulting list of characters is passed as doc terms. In case of word-based LM, a list
of words should be given to doc terms rather than characters.
When LM is being instantiated, the following parameters can be set:
• n: The value of n in n-gram LM. Default is 3.
• lpad and rpad: Left and right padding. When empty string is given, then
no padding is carried, otherwise, document are padded with (n-1) characters
of the character values given to lpad and rpad. For example, in a 5-gram
character-based LM, if lpad=‘A’ and rpad=‘Z’. Then the string ‘hello’ will become ‘AAAAhelloZZZZ’ after padding. Default is empty string.
• smoothing: Default is ‘Laplace’ for add one smoothing as explained earlier.
Additional discounting techniques are under development.
• laplace gama: Sets the value of γ as explained in equation 3.2.1. Default is 1.
• corpus mix: If given any value between 0 and 1, then it is used to set the value
of λ as explained in equation 3.2.2. Default is 0, i.e. only term probabilities
from documents are used. Additionally, if set tp ’l’, then a log-likelihood odds
model is used.
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5.3

Other Modules

The Preprocessor module provides methods for tokenizing documents, stemming and
part of speech (PoS) tagging. The Evaluation module is used to calculate the classifier’s accuracy, T Prates , F Prates , precision, recall and f-measures. Other helper modules such as Super List, Metrics, Mutual Information and Configuration are mainly
used by the main modules.

Chapter 6
Experiments
We tried 3 main classification approaches in order to compare them to each other.
We are going to call them punctuation-based (terms), all-gram and language model
(LM) from now on. Three different datasets were also chosen to cover 3 different
classification problems: i.e. “topic”, “function” and “language” classification tasks.
The datasets are also of various sizes and class imbalances.

6.1

Punctuation-based and all-gram Classifiers

In the punctuation-based (terms) approach, URLs were split on punctuation marks
only.
For example for the following URL:
‘wheredoesmymoneygo.org/bubbletree-map.html’,
The resulting terms after split are as follow: ‘wheredoesmymoneygo’, ‘org’, ‘bubbletree’, ‘map’ and ‘html’. The resulting terms are then used as feature-set by the
classification algorithm.
In the all-gram approach, a URL is treated as a string, after removing punctuation
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marks and concatenating the sub-strings together. Then all possible sub-strings of
lengths between n1 and n2 are extracted from it. The resulting n-grams are then used
as feature-set by the classification algorithm. Naive Bayes and SVM classifiers are
examples of the classification algorithms used by Baykan et al. (2009).
The total number of terms produced by the term approach were 43,961 different
terms, hence, we set a threshold to remove any terms appearing less than 7 times, to
end up with 2,068 terms or features. For the all-gram classifier, when setting n-gram
lengths between 4 and 8, we ended up with 1,681,223 n-grams. We first excluded all
n-grams occurring less than 3 times, then we used Mutual Information to select the
top 4,000 n-grams as our feature-set. We also tried n-gram of lengths between 3 and
5, then removed any sub-sequences occurring less than 50 times, to end up with a
dataset of 4,713 features.
In both cases, we equally split the dataset into training and test datasets. We
also tried rebalancing the training set using random under-sampling (RUS). In RUS
random records are taken randomly from the majority classes until all classes have
an equal number of records (Chawla et al., 2011). We wanted to compare the effect
of uniform class distribution versus imbalanced classes on the classifier, especially as
we are using a single multi-class classifier, rather than multiple binary-classifiers used
by previous studies (Baykan et al., 2009).

6.2

URL Classification without Segmentation

The third main classification approach is our proposed n-gram language model, as
well as its log-likelihood odds (LLO) variation explained in section 3.3
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6.2.1

n-Gram Language Model Classifier

In this approach, we also split our dataset equally into training and test sets, except
for the WebKB dataset, where cross-validation was uses. URLs were converted to
strings in a similar way to that mentioned above for the all-gram approach. URLs
sub-strings were joined with spaces in between after removing punctuation marks.
The resulting string was then converted into n-grams. We also tried concatenating
the sub-strings with no spaces in between, however, the classification results were
almost identical. We then used the resulting strings in the training set to construct
the language models for each class. For the testing phase, URLs were also converted
to strings, then a URL’s class was decided based on the model that is more likely to
produce such string. We tried different values for n for the n-gram language models.
We also tried to incorporate the lengths of the URLs into the classification model.

6.2.2

n-Gram Language Model Smoothing

Initially, we only applied Laplace (add one) smoothing for our model, then, we tried
different factors (γ) for the smoothing. We also tried mixing the term probabilities
within a classes with those of the collection using different values of λ.
We believe that the model proposed by Miller et al. (1999) is more suitable for
the problem being dealt with here, compared to the binary vector model (Hiemstra,
1998). Due to the small number of the models being compared, as opposed to the
case of having numerous documents in information retrieval tasks, we believe that
omitting n-grams counts and replacing them with binary values should result in almost
identical n-gram probabilities across the different classes. Consider the case of the
Delicious dataset, the 4-gram “news” might appear in all the seven classes, however
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it might be more common and better identifier for class 2. In the case of the binary
vector model, the aforementioned 4-gram will be given the same value for all classes,
whereas its count will vary for the different classes in a multivariate model, such as the
one proposed by Miller et al. (1999). This case is even more acute for smaller values
of n. The data exploration phase confirmed these worries, since high percentages of
the n-gram vocabulary were overlapping between the different classes.

6.3

Evaluation Criteria

As we have classes of unequal sizes, the overall classification accuracy can be misleading as a measurement for the classification performance. Some studies (e.g.Prati
et al. (2004)) have suggested using true positive rate (T Prate ) and false positive rate
( F Prate ) as an alternative measure of classifier performance. Equation 6.3.1 shows
how these rates are calculated for each class based on the true and false positives
(TP/FP) and negatives (TN/FN) for that class during the testing phase.

T Prate =

TP
TP + FN

and F Prate =

FP
FP + TN

(6.3.1)

Additionally, precision (P) and recall (R) are two other measurements, and they
are are calculated as shown in equation 6.3.2. Notice that the Recall is the same as
the T Prate .

P =

TP
TP + FP

and R =

TP
TP + FN

(6.3.2)

The F-measure is explained by (Manning et al., 2008, p. 1143-144) as a single measure that trades off precision and recall, and is calculated as shown in equation 6.3.3:
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F =

(1 + β 2 )P R
β 2P + R

(6.3.3)

Where β is balancing factor that takes values between 0 and ∞. The F1 -measure
is the harmonic mean of the precision and recall (Kan, 2004), i.e. precision and recall
are equally weighted at β = 1, hence the following equation:

F1 =

2P R
P +R

(6.3.4)

The F1 -measure was used by Kan (2004), Kan and Thi (2005) and Baykan et al.
(2009) to list their results.

Chapter 7
Results and Evaluation
In this chapter we compare the classification results for the different approaches. The
results for each one of the three datasets is presented in a separate section. Finally, we
discuss the various parameters of the n-gram LM and their effect on the classification
performance.

7.1

Results for the Primary Dataset

Our results for the delicious dataset using Naive Bayes classifier confirm the previous
research, where the performance of the all-gram approach are better than the termbased approach. Figure 7.1 shows the T Prates and F Prates of Naive Bayes classifier
using both terms and all-grams (n-grams lengths vary between 4 and 8 characters).
To aid in the interpretation of the graph, although F Prates are positive values, they
are multiplied by -1 in all graphs and presented in parallel to visually contrast them
with T Prates . In this way we can observe if an increase in T Prates is accompanied by
an increase in F Prates , as that would make the results less attractive.
In the test data, we can see from figure 7.1 that the all-gram approach is getting
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better T Prates for 5 out of the 7 classes. T Prates for classes 2 and 6 are better for the
term-based approach, however this is accompanied by higher F Prates .

Figure 7.1: True positive and false positive rates for the 7 classes, using Naive Bayes.
Classes, shown across x-axes, are kept imbalanced for both term-based and all-gram
training-sets. (Delicious Dataset)
Results after re-balancing the training-set, using random under sampling (RUS)
approach, are shown in figure 7.2. The performance is better now for the termbased approach. However, all-gram is still producing better performance for all of the
classes.
Table 7.1 shows T Prates for the all-gram NB classifier built with 3-to-5-grams and
4-to-8-grams and also for the 3-, 4- and 5-gram LMs. The classification performance
of the 3-to-5-gram NB is slightly better than that of the 4-to-8-grams NB. We used
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Figure 7.2: True positive and false positive rates for the 7 classes, using Naive Bayes.
Classes, shown across x-axes, are balanced for both term-based and all-gram trainingsets using RUS.

a pairwise t-test to compare T Prates and F Prates for the two approaches. T Prates
for 3-to-5-grams were significantly better than 4-to-8-grams (p − value = 0.039),
while differences in F Prates for the two approaches (not shown in the table) were not
significantly different (p − value = 0.33).
Figure 7.3 presents some of the results in Table 7.1 graphically to aid comparison.
It shows that the n-gram LM gives better results compared to all-gram (3-to-5 grams)
RUS approach. T Prates for the different n-gram LMs are better than those of the allgram across all classes except for Class-0 and 3-gram LM in Class-5. Nevertheless,
in those two cases, improvement in the all-gram T Prates is compromised with higher

57

Table 7.1: TP rates for all-gram NB classifier compared to 3, 5 and 8-gram LMs.
Results are listed for the seven classes, while values in grey reflect F P > 0.15 rate of
the same class. (Delicious Dataset)
Classifier

C-0

C-1

C-2

C-3

C-4

C-5

C-6

3-5-grams NB

0.62

0.232 0.36

4-8-grams NB

0.561 0.289 0.317 0.481 0.375 0.464 0.276

3-gram LM

0.608 0.419 0.606 0.715 0.442 0.414 0.67

5-gram LM

0.564 0.521 0.669 0.768 0.603 0.609 0.766

8-gram LM

0.423 0.551 0.385 0.685 0.813 0.747 0.486

0.557 0.429 0.543 0.364

F Prates . Having multiple sets of results, we performed pairwise t-test with BonferroniHolm adjustment (Holm, 1979). The test results confirmed that the T Prates of the
5-gram LM is significantly better than 4-8-grams (p − value < 0.05), while for the 3gram and 8-gram LMs, T Prates are marginally better with p−values of 0.132. F Prates
are not significantly different for all approaches.

7.2

Results for the Secondary Dataset

The T Prates and F Prates of the n-gram LM for the different values of n are shown in
figure 7.4. The best results were achieved for bi-grams. Having a lower-order LM,
results in a limited vocabulary. Hence, we were able to achieve high classification
results even with a small training-set.
Comparative results for terms, all-gram and 2-gram LM classifiers are shown in
table 7.2. The value of n in all-gram is set to 2, to be equivalent to the 2-gram
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Figure 7.3: Comparing TP and FP rates for the 7 classes. Showing results for
NB/RUS Classifier (4-to-8-grams) versus n-gram Language Models (n=3, 5 or 8).
Laplace smoothing is applied for n-gram LM with γ = 0.01. (Delicious Dataset)

LM. Additionally, γ was set to 0.5 in our 2-gram LM to match the default value
for the smoothing parameter in the NB classifier used. The Multinomial (MN) NB
classifier achieved better results for all-gram compared to the Multivariate (MV) NB
classifier. Results for the NB classifier with 3-to-5-grams is not show here, since,
2-grams produced better results.
We also tried NB classifier after reducing the feature-set down to 48 bi-grams using
a wrapped best-fist feature selection (BFFS) method. In addition to that, SVM with
Polynomial Kernel was also used. According to Goldberg and Elhadad (2008), the
best results for natural language processing tasks are achieved when the kernel’s
exponent value is set to 2. The Polynomial kernel outperformed the widely used
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Figure 7.4: Different values of n, for n-Gram LM using GVO Dataset. γ is set to 1.
Table 7.2: Comparing TP rates for terms, all-gram and 2-gram LM. Naive Bayes
(NB) Classifier is used for both terms and all-gram. (GVO Dataset)
Classifier

DE

Terms NB/MV

0.787 0.88

2-gram NB/MN

0.815 0.707 0.841 0.796 0.933

2-gram SVM (Poly. Kernel) 0.63
2-gram LM (γ = 0.5)

EN

ES

IT

NL

0.885 0.792 0.654

0.671 0.773 0.714 0.844

0.857 0.893 0.94

0.92

0.88

radial basis function (RBF) kernel for GVO dataset. F1 -measures for the different
classes are shown in table 7.3. Results for Naive Bayesian (Multinomial) and 2-gram
LM (and Log-likelihood Odds) classifiers are also shown in the table.
The best results for the all-grams approach was achieved using NB classifier,
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Table 7.3: Comparing F1 − measure for 2-gram LM and the Log-likelihood Odds
(LLO) variation of the 2-gram LM with SVM, NB and ME classifiers. γ = 0.5 for all
n-gram LMs. F1 values are multiplied by 100. (GVO Dataset)
Classifier

DE

EN

ES

IT

NL

Macro Avg.

2-gram SVM (Poly. Kernel) 52.5 60.6 51.7 69.1 70.2 60.7
2-gram NB (Multinomial)

84.6 78.4 75.5 73.6 91.3 80.4

2-gram NB (MN + BFFS)

77.9 77.0 65.5 58.1 77.3 72.0

2-gram ME

68.1 67.5 65.3 51.9 76.9 66.0

2-gram LM

87.5 88.2 92.2 92.9 88.9 89.93

2-gram LM/LLO

90.3 89.0 91.3 92.9 89.8 90.67

2-gram LM/LLOlength

89.4 88.2 91.3 92.9 90.0 90.34

however, we found no statistically significant differences between the 3 classification
methods in terms of their T P/F Prates . Applying pairwise t-test with BonferroniHolm adjustment shows that there is no significant difference in T Prates and F Prates
between using terms or 2-gram with the NB classifier, with p-values of 0.81 and 0.95
respectively. Similarly, there are no significant differences between using 2-grams LM
or the NB classifiers; the p-values for T Prates and F Prates are 0.24 and 0.6 respectively.
Nevertheless, when it comes to the F1 − measure, a pairwise t-test with BonferroniHolm adjustment shows that the performance of the LLO variation of the 2-gram
LM is significantly better than SVM (p = 0.004) and is marginally better than NB
(p = 0.054). A similar comparison, shows that performance differences between the
original 2-gram LM and the all-grams approach is less significant compared to the
LLO variation of the model. Further more, incorporating the lengths of the URLs into
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the n-gram LM/LLO did not significantly change the model’s performance (p = 0.26).
The insignificant difference in performance of terms and all-grams approaches is
due to the nature of the GVO dataset. The last part of the URLs are normally
made of separate words with hyphens in between them. On the other hand, the
small size of the dataset enabled us to use all available features for all-gram classifier.
This resulted in an closer differences between all-grams and the proposed n-gram LM
approach, compared to the previous dataset, especially that the n-gram LM, with
Laplace smoothing, is very similar to the traditional naive-Bayes classifier.
Table 7.4: The top 20 most frequent terms in GVO dataset, compared to the top 20
bi-grams there. Terms which have parts of them appearing in the top 20 bi-grams
are listed in bold letters.
Terms

’die’, ’il’, ’di’, ’of’, ’per’, ’china’, ’i’, ’op’, ’de’, ’en’, ’und’,
’van’, ’the’, ’to’, ’a’, ’video’, ’del’, ’in’, ’y’, ’la’

2-grams ’an’, ’al’, ’on’, ’la’, ’ti’, ’de’, ’re’, ’ta’, ’nt’, ’or’, ’in’, ’si’, ’di’,
’ra’, ’te’, ’en’, ’nd’, ’st’, ’er’, ’es’

Ultimately, we believe the reason the classification performance was much better
for the GVO dataset compared to the 2 other datasets, even for a small training-set,
is because the most common n-grams in a document are usually the ones correlated
to the the language of the document. In their use of n-grams for text categorization,
Cavnar et al. (1994) noted that the top 300 or so n-grams are highly correlated to
the documents’ languages. Then, the less common n-grams are correlated with the
documents’ topics. In other words, the majority of the top 300 n-grams are common in
documents of the same language, even when the document’s topic are very different.
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We had similar findings to Cavnar et al. (1994) here. Table 7.4 shows the top 20
terms seen in GVO dataset. We can see that most of them are stop words used in
the different languages. Stop words are normally removed in topic classification tasks
since they are not correlated with specific topics, whereas in our case, each language
has its own set of stop words. In addition to that, the low order of n enables the
small training-set to cover a high percentage of the total bi-gram vocabulary.

7.3

Results for the Tertiary Dataset

Kan (2004) achieved an average F1 − measure of 22.1% for WebKB dataset using
punctuation-based (terms) approach. They then tried information content (IC) reduction and title token-based finite state transducer (FST) to further segment URL
terms and expand abbreviations achieving a macro average F1 −measure of 33.2% and
34% respectively. For the same dataset, the proposed n-gram LM classifier achieved
average F1 − measure of 50.96%, where n = 4 and γ = 0.01. The Log-likelihood Odds
(LLO) variation of the same LM increased the average F1 − measure to 59.26%. Incorporating the lengths of the URL’s into the LM did not improve the classification
performance. Detailed results are shown in table 7.5.
In a later research, Kan and Thi (2005) tried additional feature extraction methods, achieving the highest F1 − measure of 52.5%. For the same dataset, Baykan
et al. (2009) reported F1 − measure of 62.9% using the all-gram approach.
The n-gram LM requires less storage and computational power compared previous
approaches and it achieves superior results to all approaches except for the all-gram.
The n-gram LM/LLO was able to achieve comparable results to the all-gram (F1
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Table 7.5: Comparing F1 − measure for WebKB dataset. Results in first 3 rows are
from Kan (2004) using SV M light . Results in the last two rows are achieved using the
proposed n-gram Language Model (γ = 0.01). All F1 values are multiplied by 100.
Classifier

Course Faculty

Project

Student Macro Avg.

Terms (SV M )

13.5

23.4

35.6

15.8

22.1

IC (SV M )

50.2

31.8

35.0

15.7

33.2

FST (SV M )

52.7

31.5

36.3

15.6

34.0

4-gram LM

84.47

37.02

48.48

33.87

50.96

4-gram LM/LLO

87.46

39.52

53.91

56.16

59.26

4-gram LM/LLOlength

88.37

38.79

53.61

54.92

58.92

= 59.26% and 62.9% respectively), while using 4-grams only, whereas the all-gram
approach had to use all possible 4-, 5-, 6-, 7- and 8-grams to achieve such performance.

7.4

n-Gram LM Parameters

Two main settings play important role in our n-gram LM results:
1. The value of n.
2. The value of γ in Laplace smoothing.
There is a trade-off between smaller and larger values of n. The higher the value,
the higher the number of n-grams in the testing phase that have not been seen during
the training phase. On the other hand, the lower the value, the harder it is for the
model to capture the character dependencies (Peng et al., 2003a). The optimum
value for n is dependant on the nature of dataset and the classification task itself.
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Figure 7.5 shows that for the GVO dataset, the best performance is achieve at n = 2,
whereas figure 7.6 shows a different optimum value for the Delicious dataset. The
quantity of unseen n-grams in the testing phase also varies for the different classes.
Classes with more samples have more chance to cover more n-gram vocabulary.

Figure 7.5: The variation of the classification performance for GVO dataset, for
different values of n. The value of γ is set to 1.
In this context, smoothing is needed to estimate the likelihood of unseen n-grams.
The value of γ controls the amount of probability mass that is to be discounted from
seen n-grams and re-assigned to the unseen ones. The higher the value of γ the
higher the probability mass being assigned to unseen n-grams. Figure 7.7 displays
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Figure 7.6: The variation of the classification performance for Delicious dataset, for
different values of n. The value of γ is set to 0.01. The log-likelihood odds n-gram
LM achieves best result, followed by the original n-gram LM, then original n-gram
LM with linear interpolation (λ = 0.5).
the numbers of correctly and incorrectly classified URLs versus the ratio of unseen
n-grams in them for different values of γ. For an impractical γ = 10, we can see that
the majority of the URLs are misclassified. Lowering the value of γ increases the
number of correctly classified URLs while reducing that of misclassified URLs. In all
3 graphs where γ ≤ 1, the lower the ratio of unseen 5-grams, the higher the number
of correctly classified URLs, with a peak value at 0 unseen 5-grams. In the 2 graphs
where γ ≥ 1, we have a bell-shaped distribution for the misclassified URLs across the
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ratios of unseen n-grams, with a peak value at 50%.
It is worth mentioning here, that the ratios of unseen n-grams are calculated,
during the testing phase. Therefore, those ratios vary for the same URL depending
on the LM it is classified by during the testing phase. For example, if we are classifying
“sportsclub.com”, it might be classified as member of LMsports or LMtechnology for two
different values of γ. Therefore, the chances that the 5-gram ‘sport’ is already seen
in LMsports , might be bigger than it being seen in LMtechnology . That is why, in figure
7.7, the total number of correctly and incorrectly classified URLs for each ratio are
not constant across the different values of γ.
In table 7.6, we compare the effect of changing n, for the Delicious dataset, while
setting γ = 0.01. It can be observed that a high F Prate , indicated in grey, is associated
with higher values of n for the two classes with high ratio of unseen n-grams (classes
4 and 5). This is due to the bias effect of the smoothing. In fact, a lower value for γ
is meant to lower this bias. This can be confirmed in figure 7.8, where the higher the
value of γ, the higher the F Prates in those two classes.
In figure 7.9, we plot T Prates and F Prates for the 5 GVO classes versus the vocabulary size of the 5-gram language models. The same graph was plotted for different
values of γ. We can see in the graph that for higher values of γ, both T P/F Prates
tend to be high for the class with scarce vocabulary. This is due to the fact that
it has higher bias compared to other classes, given the high probability masses being assigned to the large number of unseen 5-grams in it during the testing phase.
By lowering the value of γ, we can see improvement in T Prates of the other classes.
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Figure 7.7: The effect of smoothing (γ) on Delicious Dataset: URLs in the test-set
are categorized based on the ratio of unseen n-grams in them. The ratio of un-seen
n-grams goes from 0 to 1. In each figure, we plot the numbers of correctly (black bars)
and incorrectly (red curve) classified URLs versus the number of unseen n-grams in
them. URL counts are plotted in logarithmic scale.
Once more, improvements in T Prates are seen in classes with scarcer vocabulary first,
followed by other classes as γ decreases.
Another smoothing approach is to interpolate the n-grams probabilities in a class
with that in the collection, as shown in equation 3.2.2. As stated earlier, it is not
practical to set λ to values more than 0.5. In the extreme case of setting λ = 1, the

68

Table 7.6: Comparing TP rates for n-gram Language Model for different values of n.
Laplace smoothing is applied with γ = 0.01. Values in grey reflect the the FP rate of
the same class is more than 0.2
Classifier

C-0

C-1

C-2

C-3

C-4

C-5

C-6

n=2

0.273 0.549 0.16

n=3

0.608 0.419 0.606 0.715 0.442 0.414 0.67

0.578 0.589 0.641 0.3

. n=5

0.564 0.521 0.669 0.768 0.603 0.609 0.766

n=8

0.423 0.551 0.385 0.685 0.813 0.747 0.486

n=12

0.294 0.486 0.238 0.56

n=14

0.258 0.478 0.199 0.532 0.819 0.753 0.271

0.826 0.745 0.319

Figure 7.8: The different F Prates achieved using 5-gram LM on Delicious dataset
using different values of γ
probability of each n-gram is constant across all Language Models, hence, all training
examples were assigned to an arbitrary class. The T P/F Prates of that arbitrary class
were reported to be 100% , and they were 0% for all other classes. Table 7.7 shows
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Figure 7.9: The effect of γ on TP/FP rates for GVO classes with different levels
of vocabulary scarcity. TP rates are plotted in dots, while FP rates are plotted in
triangles after being multiplied by -1 for better visual contrast with TP rates.

F1 − measure for Delicious dataset for different values of λ.
It is clear from table 7.7, that mixing term probabilities from classes with that
from the collection is not improving the classification results.
Figures 7.5 and 7.6 show that the linked dependence is assumption for the n-gram
LM compared to the independence assumption. The LLO n-gram LM achieves better
performance compared to the original n-gram LM for the different values of n.
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Table 7.7: Comparing F1 − measure for n-gram LM for different values of λ. A λ of
0 signifies no mixture between class and collection probabilities, λ = 1 signifies that
only collection probabilities are taken. In all cases, Laplace smoothing also is applied
for in-class probabilities to overcome division by 0. The value of γ is set to 0.01 to
minimize the effect of add-one smoothing.
Classifier

C-0

λ=0

0.564 0.521 0.669 0.768 0.603 0.609 0.766 56.31%

λ = 0.001

0.644 0.466 0.72

. λ = 0.01

C-1

C-2

C-3

C-4

C-5

C-6

Macro Avg.

0.768 0.252 0.316 0.774 56.30%

0.643 0.468 0.715 0.767 0.247 0.301 0.774 55.94%

λ = 0.1

0.63

λ = 0.5

0.526 0.452 0.555 0.743 0.123 0.148 0.654 45.73%

λ=1

0.0

7.5

0.466 0.694 0.765 0.205 0.245 0.761 53.80%

0.0

0.0

0.0

0.0

0.035 0.0

0.50%

n-Gram LM Learning Rate

In a similar fashion to online learners, the n-gram LM implementation enables us
to update the model counts for each new instance. We re-combined the Delicious
training and test sets into one datasets. Then, we tried the following:
1. For a new data instance, we tried to classify it based on to the model in hand.
2. Then, the n-gram counts of the model were updated using the new instance.
3. Go back to step 1, and wait for new data instances.
We plotted the number of misclassified instances per each 1000 URLs for the
Delicious dataset. We wanted to answer the following questions: How many training
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instances are required in order to have acceptable performance? What is the effect
of the smoothing parameters on the learning rate? Does the LLO variation of the
n-gram LM need less training data?

Figure 7.10: The n-gram LM learning rate. The number of misclassified URLs are
plotted per each 1000 training/test instances.
Figure 7.10 confirms our previous findings that the model with γ = 0.01 achieves
better performance than that with γ = 1. It also shows that the model’s error rate
drops to 40% after training on about 25% of the data. The error rate approaches
30% after training on about 50% of the data.
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Figure 7.11: The n-gram LM/LLO learning rate. The number of misclassified URLs
are plotted per each 1000 training/test instances.
Figure 7.11 shows that the LLO variation of the n-gram LM reaches 40% error
rate earlier than the original model. It also shows that the LLO model is more robust
against the variations of γ. The performance of the LLO model is consistently better
than that of the original model, for γ = 0.01.

Chapter 8
Conclusion and Future Work
In this chapter we continue to discuss our results, compare the strengths and limitations of our methods, and finally, present suggestions for further work.

8.1

Conclusion

Here we presented the use of the n-gram Language Models to classify web-pages
based on their URLs only. We compared it to the main approaches being used now.
They either try to extract features from the URLs by segmenting them into meaningful words using different dictionary-based or information-theory-based approaches,
or they generate all possible sub-strings (all-grams) of arbitrary lengths from the
URLs and use them as their feature-set. These approaches then use the resulting features with off-the-shelf classification algorithms. The all-grams approach was more
successful than the earlier approaches which are bounded by the limitations of the
segmentation performance. In addition to that, the earlier approaches cannot capture
the morphological variations in words, for example, “sport”, “sports” and “sporting”
will be considered by them as different features. On the other hand, we have shown
that the all-grams approach doesn’t scale very well for large datasets.
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The main advantages of the proposed n-gram LM is that, like the all-grams approach, it does not require a segemntation phase and can capture the morphological
variations in words, yet it can scale much better than the all-grams approach. We
have tested the n-gram LM on a large dataset (more than 40,000 URL) showing a reduction of more than 1:15,000 in the memory requirements compared to the all-grams
approach. Additionally, the n-gram LM requires less processing power compared to
all-grams even after reducing the all-grams features to less than 0.25% of the original
features, using a preliminary feature selection phase. One additional advantage for
the n-gram LM is that no feature selection process is required. When it comes to
the classification accuracy, we tested the n-gram LM on 3 datasets, and compared it
to the earlier approaches. It was found that it achieves better performance for the
large dataset, especially that the accuracy of the all-grams approach is limited by the
amount of computing resources available. For the smaller datasets, the performance
of the n-gram LM was marginally better for one dataset, and for the other dataset
it was slightly below the best performance achieved by the all-grams approach, yet
superior to all other feature-extraction approaches.
We tried different settings for the n-gram LM. The two main parameters that
participated in the classification performance were the value of n, and the smoothing
parameters. It is well known that higher orders of n enable the model to capture
more context, i.e. it considers the global features of the URL’s rather than the
individual characters. Nevertheless, for a language of an alphabet of lengths α, there
are αn possible strings of length n, thus, it is clear that the vocabulary size grows
exponentially with n. This means that for a higher order of n, the data becomes
more scarce, and much more training data is required to estimate its probability
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mass function. Consequently, for higher n, the percentage of the un-seen n-grams
during the testing phase will be more, which means that smoothing is required even
more. We used Laplace smoothing, however, a parameter γ was used to control the
probability mass being discounted from the n-grams seen during the training phase
to be assigned to the unseen n-grams in the testing phase.
The different datasets were chosen here to cover 3 different classification problems:
“topic”, “function” and “language” classification tasks. The language classification
task was shown to be the simplest one of the three. This is due to the fact that,
normally in documents, the most common words are stop-words, which are of less
use to the topic and function classification tasks, yet, each language has its own set
of stop words, thus they can be used to identify that language. A similar finding
was seen in the GVO dataset. The top bi-grams within the URLs of the dataset
were mostly coming from stop-words. Additionally, the lengths of those stop words
were short enough so that n = 2 was sufficient. This also meant that less training
samples are required to cover the majority of the possible n-gram’s and their counts.
For the topic and function classification tasks, n was required to be between 4 and
5. Thus, the data became more sparse and a language model smoothing became
more essential to estimate the probabilities of the unseen n-grams. We have seen
that discounting more probability mass from the seen n-grams, i.e. higher values of
γ, resulted in a more biased model, especially for smaller classes with fewer training
instances. Setting γ = 0.01, was more suitable for the Delicious and WebKB datasets,
while γ = 1 was appropriate for the language classification problem.
We also tried different variations of the n-gram LM. The log-likelihood odds (LLO)
variation of LM was the most robust to the variations in ‘n’ and to the smoothing
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parameters. It was also shown that it requires less training data to reach the same
performance as the original n-gram LM. Taking the lengths of the URLs into the
consideration of the classification model did not improve its performance.

8.2

Future Work

As further work, we believe that interpolating multiple n-gram models, with different
values of n, could improve the performance of the LM model. Additionally, we have
seen that Kan and Thi (2005), were able to improve the classification performance
by treating the different parts of the URLs differently. Thus, we would like to test if
interpolating separate models for the different parts of the URLs, in a similar fashion
to (Song et al., 2009), would improve the classification performance of the proposed
n-gram LM.
We also have seen a trade-off between lower and higher orders of n, and the data
scarcity puts an upper bound to the order of n. Therefore, we believe that using
artificial neural networks for language modelling (Bengio et al., 2006), might be a
suitable solution for having better estimation for the n-grams within the LM.
Finally, we believe that the classification algorithm presented here is not limited
to URL-based classification tasks only. It can also be adapted for similar problems
where there is a need to classify very concise documents with no obvious boundaries
between words, e.g. computer file-names and social networks folksonomies. Thus, we
also propose to continue our research in this direction.
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Gyöngyi, Z. and Garcia-Molina, H. (2005). Link spam alliances. In Proceedings of
the 31st international conference on Very large data bases, pages 517–528. VLDB
Endowment.
Hall, M., Frank, E., Holmes, G., Pfahringer, B., Reutemann, P., and Witten, I. H.
(2009). The weka data mining software: an update. ACM SIGKDD Explorations
Newsletter, 11(1):10–18.
Han, J., Kamber, M., and Pei, J. (2006). Data mining: concepts and techniques.
Morgan kaufmann.
Hayati, K. (2004). Language identification on the world wide web. PhD thesis, Citeseer.
Hiemstra, D. (1998). A linguistically motivated probabilistic model of information
retrieval. In Research and advanced technology for digital libraries, pages 569–584.
Springer.
Holm, S. (1979). A simple sequentially rejective multiple test procedure. Scandinavian
journal of statistics, pages 65–70.
Java, A., Kolari, P., Finin, T., Mayfield, J., Joshi, A., and Martineau, J. (2007).
Blogvox: Separating blog wheat from blog chaff. In Proceedings of the Workshop on

83

Analytics for Noisy Unstructured Text Data, 20th International Joint Conference
on Artificial Intelligence (IJCAI-2007).
Jeffreys, H. (1998). The theory of probability. Oxford University Press.
Jin, X., Xu, A., Bie, R., and Guo, P. (2006). Machine learning techniques and chisquare feature selection for cancer classification using sage gene expression profiles.
Data Mining for Biomedical Applications, pages 106–115.
Joachims, T. (1996). A probabilistic analysis of the rocchio algorithm with tfidf for
text categorization. Technical report, DTIC Document.
Joachims, T. (1999). Making large scale SVM learning practical. Universität Dortmund.
Joachims, T. (2002). Learning to classify text using support vector machines: methods,
theory and algorithms. Kluwer Academic Publishers.
John, G., Kohavi, R., Pfleger, K., et al. (1994). Irrelevant features and the subset selection problem. In Proceedings of the eleventh international conference on machine
learning, volume 129, pages 121–129. San Francisco.
Jurafsky, D. and Martin, J. (2000). Speech & Language Processing. Pearson Education
India.
Kan, M. (2004). Web page classification without the web page. In Proceedings of
the 13th international World Wide Web conference on Alternate track papers &
posters, pages 262–263. ACM.
Kan, M. and Thi, H. (2005). Fast webpage classification using url features. In Proceedings of the 14th ACM international conference on Information and knowledge
management, pages 325–326. ACM.

84

Khan, A. (2011). Sentiment classification by sentence level semantic orientation using
sentiwordnet from online reviews and blogs. International Journal of Computer
Science & Emerging Technologies, 2(4).
Kohavi, R. and John, G. (1997). Wrappers for feature subset selection. Artificial
intelligence, 97(1):273–324.
Kolcz, A., Hulten, G., and Szymanski, J. (2012).

Topical host reputation for

lightweight url classification.
Kosala, R. and Blockeel, H. (2000). Web mining research: A survey. ACM Sigkdd
Explorations Newsletter, 2(1):1–15.
Kovacevic, M., Diligenti, M., Gori, M., and Milutinovic, V. (2004). Visual adjacency multigraphsa novel approach for a web page classification. In Proceedings of
SAWM04 workshop, ECML2004.
Kraaij, W. (2004). Variations on language modeling for information retrieval. PhD
thesis, University of Twente, Enschede.
Lafferty, J. and Zhai, C. (2003). Probabilistic relevance models based on document
and query generation. In Language modeling for information retrieval, pages 1–10.
Springer.
Landauer, T. K., Foltz, P. W., and Laham, D. (1998). An introduction to latent
semantic analysis. Discourse processes, 25(2-3):259–284.
Lavrenko, V. (2009). A generative theory of relevance, volume 26. Springer.
Lavrenko, V. and Croft, W. B. (2001). Relevance based language models. In Proceedings of the 24th annual international ACM SIGIR conference on Research and
development in information retrieval, pages 120–127. ACM.

85

Lewis, D. (1992). Feature selection and feature extraction for text categorization.
In Proceedings of the workshop on Speech and Natural Language, pages 212–217.
Association for Computational Linguistics.
Lewis, D. D. (1998). Naive (bayes) at forty: The independence assumption in information retrieval. In Machine learning: ECML-98, pages 4–15. Springer.
Liang, P. and Jordan, M. I. (2008). An asymptotic analysis of generative, discriminative, and pseudolikelihood estimators. In Proceedings of the 25th international
conference on Machine learning, pages 584–591. ACM.
Lotte, F., Congedo, M., Lécuyer, A., Lamarche, F., Arnaldi, B., et al. (2007). A
review of classification algorithms for eeg-based brain–computer interfaces. Journal
of neural engineering, 4.
Luhn, H. P. (1958). The automatic creation of literature abstracts. IBM Journal of
research and development, 2(2):159–165.
Ma, J., Saul, L. K., Savage, S., and Voelker, G. M. (2009). Identifying suspicious urls:
an application of large-scale online learning. In Proceedings of the 26th Annual
International Conference on Machine Learning, pages 681–688. ACM.
MacQueen, J. et al. (1967). Some methods for classification and analysis of multivariate observations. In Proceedings of the fifth Berkeley symposium on mathematical
statistics and probability, volume 1, page 14. California, USA.
Manning, C. D., Raghavan, P., and Schütze, H. (2008). Introduction to information
retrieval, volume 1. Cambridge University Press Cambridge.
Manning, C. D. and Schütze, H. (1999). Foundations of statistical natural language
processing, volume 999. MIT Press.

86

Martinez-Romo, J. and Araujo, L. (2009). Web spam identification through language
model analysis. In Proceedings of the 5th International Workshop on Adversarial
Information Retrieval on the Web, pages 21–28. ACM.
McCallum, A., Nigam, K., et al. (1998). A comparison of event models for naive
bayes text classification. In AAAI-98 workshop on learning for text categorization,
volume 752, pages 41–48. Citeseer.
Miller, D. R., Leek, T., and Schwartz, R. M. (1999). A hidden markov model information retrieval system. In Proceedings of the 22nd annual international ACM SIGIR
conference on Research and development in information retrieval, pages 214–221.
ACM.
Mohri, M. (1997). Finite-state transducers in language and speech processing. Computational linguistics, 23(2):269–311.
Munson, M. and Caruana, R. (2009). On feature selection, bias-variance, and bagging.
Machine Learning and Knowledge Discovery in Databases, pages 144–159.
Nallapati, R. (2004). Discriminative models for information retrieval. In Proceedings
of the 27th annual international ACM SIGIR conference on Research and development in information retrieval, pages 64–71. ACM.
Ng, A. and Jordan, A. (2002). On discriminative vs. generative classifiers: A comparison of logistic regression and naive bayes. Advances in neural information
processing systems, 14:841.
Nicolov, N. and Salvetti, F. (2007). Efficient spam analysis for weblogs through url
segmentation. Amsterdam studies in the theory and history if linguistic science.
Series 4, 292:125.

87

Nigam, K., Lafferty, J., and McCallum, A. (1999). Using maximum entropy for text
classification. In IJCAI-99 workshop on machine learning for information filtering,
volume 1, pages 61–67.
Noruzi, A. (2006). Folksonomies:(un) controlled vocabulary? Knowledge Organization, 33(4):199–203.
Pang, B., Lee, L., and Vaithyanathan, S. (2002). Thumbs up?: sentiment classification using machine learning techniques. In Proceedings of the ACL-02 conference
on Empirical methods in natural language processing-Volume 10, pages 79–86. Association for Computational Linguistics.
Peng, F., Huang, X., Schuurmans, D., and Wang, S. (2003a). Text classification in
asian languages without word segmentation. In Proceedings of the sixth international workshop on Information retrieval with Asian languages-Volume 11, pages
41–48. Association for Computational Linguistics.
Peng, F., Schuurmans, D., and Wang, S. (2003b). Language and task independent
text categorization with simple language models. In Proceedings of the 2003 Conference of the North American Chapter of the Association for Computational Linguistics on Human Language Technology-Volume 1, pages 110–117. Association for
Computational Linguistics.
Peng, H., Long, F., and Ding, C. (2005). Feature selection based on mutual information criteria of max-dependency, max-relevance, and min-redundancy. Pattern
Analysis and Machine Intelligence, IEEE Transactions on, 27(8):1226–1238.
Ponte, J. M. and Croft, W. B. (1998). A language modeling approach to information
retrieval. In Proceedings of the 21st annual international ACM SIGIR conference
on Research and development in information retrieval, pages 275–281. ACM.

88

Prati, R. C., Batista, G. E., and Monard, M. C. (2004). Class imbalances versus class
overlapping: An analysis of a learning system behavior. In MICAI 2004: Advances
in Artificial Intelligence, pages 312–321. Springer.
Qi, X. and Davison, B. (2009). Web page classification: Features and algorithms.
ACM Computing Surveys (CSUR), 41(2):12.
Quintarelli, E. (2005). Folksonomies: power to the people.
Raina, R., Shen, Y., Mccallum, A., and Ng, A. Y. (2003). Classification with hybrid
generative/discriminative models. In Advances in neural information processing
systems, page None.
Ratnaparkhi, A. et al. (1996). A maximum entropy model for part-of-speech tagging. In Proceedings of the conference on empirical methods in natural language
processing, volume 1, pages 133–142.
Resnik, P. (1995). Using information content to evaluate semantic similarity in a
taxonomy. arXiv preprint cmp-lg/9511007.
Robertson, S. E. and Jones, K. S. (1976). Relevance weighting of search terms.
Journal of the American Society for Information science, 27(3):129–146.
Rubinstein, Y. D., Hastie, T., et al. (1997). Discriminative vs informative learning.
In KDD, volume 5, pages 49–53.
Salvetti, F. and Nicolov, N. (2006). Weblog classification for fast splog filtering: A
url language model segmentation approach. In Proceedings of the Human Language
Technology Conference of the NAACL, Companion Volume: Short Papers, pages
137–140. Association for Computational Linguistics.
Santini, M. (2007). Characterizing genres of web pages: Genre hybridism and individualization. In System Sciences, 2007. HICSS 2007. 40th Annual Hawaii International Conference on, pages 71–71. IEEE.

89

Shen, D., Chen, Z., Yang, Q., Zeng, H.-J., Zhang, B., Lu, Y., and Ma, W.-Y. (2004).
Web-page classification through summarization. In Proceedings of the 27th annual
international ACM SIGIR conference on Research and development in information
retrieval, pages 242–249. ACM.
Simpson, E. (2008). Clustering Tags in Enterprise and Web Folksonomies. In International Conference on Weblogs and Social Media.
Slattery, S. and Craven, M. (1998). Combining statistical and relational methods
for learning in hypertext domains. In Inductive Logic Programming, pages 38–52.
Springer.
Song, F. and Croft, W. B. (1999). A general language model for information retrieval.
In Proceedings of the eighth international conference on Information and knowledge
management, pages 316–321. ACM.
Song, Y., Wang, Y., Ju, Y., Seltzer, M., Tashev, I., and Acero, A. (2009). Voice
search of structured media data. In Acoustics, Speech and Signal Processing, 2009.
ICASSP 2009. IEEE International Conference on, pages 3941–3944. IEEE.
Sparck Jones, K., Walker, S., and Robertson, S. E. (2000). A probabilistic model of
information retrieval: development and comparative experiments: Part 1. Information Processing & Management, 36(6):779–808.
Sun, A. (2012). Short text classification using very few words. In Proceedings of
the 35th international ACM SIGIR conference on Research and development in
information retrieval, pages 1145–1146. ACM.
Sun, A., Lim, E.-P., and Ng, W.-K. (2002). Web classification using support vector
machine. In Proceedings of the 4th international workshop on Web information and
data management, pages 96–99. ACM.
Terra, E. (2005). Simple language models for spam detection. In TREC.

90

Thomas, K., Grier, C., Ma, J., Paxson, V., and Song, D. (2011). Design and evaluation
of a real-time url spam filtering service. In Security and Privacy (SP), 2011 IEEE
Symposium on, pages 447–462. IEEE.
Van Damme, C., Hepp, M., and Siorpaes, K. (2007). Folksontology: An integrated
approach for turning folksonomies into ontologies. Bridging the Gap between Semantic Web and Web, 2:57–70.
Vapnik, V. N. (1998). Statistical learning theory.
Vonitsanou, M., Kozanidis, L., and Stamou, S. (2011). Keywords identification within
greek urls. Polibits, (43):75–80.
Witten, I. H. and Frank, E. (2005). Data Mining: Practical machine learning tools
and techniques. Morgan Kaufmann.
Yang, Y. and Liu, X. (1999). A re-examination of text categorization methods. In
Proceedings of the 22nd annual international ACM SIGIR conference on Research
and development in information retrieval, pages 42–49. ACM.
Zhai, C. and Lafferty, J. (2001). A study of smoothing methods for language models
applied to ad hoc information retrieval. In Proceedings of the 24th annual international ACM SIGIR conference on Research and development in information
retrieval, pages 334–342. ACM.
Zhang, L. and Yao, T.-s. (2003). Filtering junk mail with a maximum entropy model.
In Proceeding of 20th international conference on computer processing of oriental
languages (ICCPOL03), pages 446–453.
Zu Eißen, S. M. and Stein, B. (2004). Genre classification of web pages. In KI 2004:
Advances in Artificial Intelligence, pages 256–269. Springer.

